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Abstract. We investigate the use of topological data analysis (TDA)
for automatically generating an agent taxonomy from the results of a
multiagent simulation. This helps to simplify the results of a complex
multiagent simulation and make it comprehensible in terms of the large-
scale structure and emergent behavior induced by the dynamics of in-
teraction in the simulation. We first do a toy evacuation simulation and
show how TDA can be extended to apply to trajectory data. The results
show that the extracted types of agents conform to the designed agent
behavior and also to emergent structure due to agent interactions. We
then apply the method to a sample of data from a large-scale disaster
simulation and demonstrate the existence of multiple emergent types of
agents.

Keywords: topological data analysis · simulation analytics · agent tax-
onomy.

1 Introduction

A common question that is raised, when a multiagent simulation is presented, is,
“Do you have different types of agents?” Generally the intent of the question is
with respect to the design of the simulation, i.e., whether the simulation has dif-
ferent types of agents by design. An example might be a disaster simulation that
has civilians and emergency responders, or adults and children, etc. A typology
by design helps to understand the structure of the simulation, since different
types of agents might have different behaviors, which result in different types of
trajectories through the state space of the simulation, and ultimately manifest
in different outcomes.

However, the same question can be asked with respect to an analysis of the
outputs of the simulation. In this case, the intent of the question is with respect
to emergent behavior in the simulation. While there is still considerable debate
about the definition of emergence, here we simply mean differences in agent
behaviors that are not explicitly designed into the simulation, but are induced
by the dynamics of interaction within the simulation.

Constructing a typology of agents from the outputs of a simulation may,
in a sense, be more instructive because (1) agents that are different by design
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may not exhibit significant differences in behavior during the actual running
of the simulation, and (2) agents that are not different by design might still
exhibit significant differences induced by the dynamics of interaction within the
simulation. Thus the emergent typology offers insight into how the interaction
dynamics drive the simulation to exhibit particular emergent outcomes, which
can be more complex and subtle than the design of the simulation might suggest.

Our goal here is to devise a method for generating a taxonomy of agents from
the results of a simulation. A taxonomy goes beyond a typology in that it not
only identifies meaningful types from a data set, but also establishes relationships
among those types. For example, a taxonomy of biological organisms generally
groups them into “taxa” by shared morphological characteristics. It can also
create a ranking by grouping the taxa, like a hierarchical clustering method.

Generating a taxonomy of agents in a multiagent simulation is useful not
just for understanding the emergent structure of the simulation. It is also a very
useful way to present the simulation to end-users. For example, operational end-
users who actually have to implement response plans during a disaster recognize
the existence of emergent roles and behavior [10, 9], and would benefit greatly
from this type of information. This would, in turn, allow progress towards using
simulations in a prescriptive way [5], i.e., to use simulations to suggest opera-
tionalizable courses of action and response plans.

The rest of this paper is organized as follows. We begin by describing a toy
simulation of an evacuation scenario. We analyze output agent spatial trajec-
tories from this simulation and show that clustering alone is not sufficient to
extract the different types of trajectories from the data. After that we describe
the topological data analysis method with a simple example and show how we
can extend it to trajectory analysis. We then apply TDA to the evacuation simu-
lation data and show the resulting taxonomy of agents. To assess the method on
a more complex data set, we use sample trajectory data that we obtained from
a recent disaster simulation [8]. The result of applying TDA to this data set is
considerably more complicated, but we show that a set of emergent categories
of agents can still be extracted from the results. We end with a discussion of the
method and possible extensions.

2 Evacuation Simulation

We created a simple simulation of an evacuation scenario, where we have a
population moving over a road network and trying to reach some marked “exit”
nodes. This is not meant to be a realistic evacuation simulation. It is a toy
test-bed where we can design simple interactions between agents and observe
their effects on the resulting agent spatio-temporal trajectories. This will help
us evaluate the effectiveness of the TDA method for generating a taxonomy.

The main components of the simulation are 1. A population of agents, 2. A
road network, and 3. A behavior model. We describe each of these next, as well
as the format of the resulting outputs.
Population: The agent population is organized into groups of different sizes,
from 1 to 4. Groups of size 1 are referred to as individuals, and the rest are re-
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ferred to as group agents. Each agent is assigned an age and gender, though only
the age is relevant to behavior, as we describe further below. Groups correspond
to families and are assigned appropriate ages and genders. In particular, children
(i.e., agents with age less than 18) are always group agents. A distribution over
group sizes governs the relative numbers of individuals and group agents that
are generated. In the experiments in this paper, we generated a population of
100 agents, of whom 50 were individuals and 50 were group agents. The latter
were divided into 10 groups of size 2, 6 groups of size 3, and 3 groups of size 4.

Fig. 1: Road network for the evacuation
simulation. The exit nodes are marked
in yellow.

Road Network: The evacuation is
assumed to be taking place over a
road network. We model this as a
graph embedded in two dimensions.
We construct the graph by generat-
ing a collection of random points in
a square area and connecting each
point to its k nearest neighbors. The
points correspond to the nodes in
the network and, thus, each node
has a corresponding (x, y) location.
The road network used in the simu-
lations presented in the following sec-
tions is shown in Figure 1. Two nodes
were randomly selected as exit nodes.
These are marked in green in Figure 1.
In our simple model, agents are as-
sumed to be at the nodes (correspond-
ing to intersections), and to move exactly one hop in a time step (if they choose to
move at all). In the simulations used in this paper, we generated a road network
with 100 nodes, where each node is connected to its four nearest neighbors.

Behavior: We implement five different behaviors:

– Evacuation: This is the behavior where the agent is heading towards the
closest exit node. This is implemented efficiently by using precomputed short-
est paths from all nodes to the closest exit node. Individual agents always
execute this behavior until they reach the exit node.

– Rendezvous: In this behavior, agents move towards their nearest group
member. Once all the group members are at the same node, this behavior
ends, and the entire group switches to the evacuation behavior.

– Stay: In this behavior, agents stay at their current node and do not move.
This behavior is executed by all child agents until at least one of the adults
from their group arrives at the same node. Thereafter child agents switch to
rendezvous or evacuation, matching the collocated group members.

– Exited: Once an individual agent reaches an exit node, it has exited and
so continues to be at that node for the rest of the simulation. Group agents
switch to the exited behavior only if the entire group is together when they
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reach the exit node. Otherwise, in the rendezvous behavior, they can pass
through an exit node without switching to the exited behavior.

– Do-nothing: With a small probability, an agent in the evacuation or ren-
dezvous behavior stays at its current node for one time step.

Simulation Outputs: Initially the agents are randomly distributed over the
road network nodes. The simulation is then run for 20 time steps, which is
sufficient for ∼85 of the agents to reach the exit nodes. We output the spatio-
temporal trajectories of all the agents as series of (x, y, t) tuples, where the (x, y)
coordinates are the coordinates of the road network node the agent is at, at time
step t, for t ∈ [0, 20].

Fig. 2: Agent trajectories. The left panel shows the trajectories of all agents.
When we split them into individuals and groups, we see that the trajectories of
individuals (middle panel) look quite different from the trajectories of groups
(right panel). The x and y axes show spatial locations. The z-axis is time. The
colors are arbitrary.

The resulting trajectories are shown in Figure 2. Though all the trajectories
taken together are hard to parse visually, there is a hidden structure or typol-
ogy induced by the dynamics, which is made clear when we separate out the
individual and group agents.

The middle panel shows just the individual agents. Since these agents only do
the evacuation and exited behaviors, these trajectories are qualitatively simple.
They correspond to the shortest paths from the initial nodes of the agents to
the closest exit nodes. Essentially, there are two types of agents here: those that
go to one exit node, and those that go to the other exit node. This difference is
entirely due to their initial location.

The right panel shows just the group agents, who have significantly more
complicated trajectories. The rendezvous behavior results in trajectories that go
away from the closest exit node, trajectories that have loops, and trajectories
that show oscillations between two adjacent nodes. These last are due to group
members ending up at adjacent nodes and then each trying to move to the other
group members’ location at each time step. The do-nothing behavior helps to
escape this trap over time, but we see that in a couple of cases, the simulation
hasn’t run for long enough for the agents to stop oscillating.



Constructing an Agent Taxonomy 5

3 Analysis by clustering

We first analyze the set of trajectories by clustering, as follows. Paths in a graph
G can be regarded as points in the high dimensional space of all the paths in
G. As such a path is equivalent to a vector of adjacent vertices in the graph. To
have a measure of similarity between paths, one can extend the graph distance
into a distance between paths by using any of the Lp norms. This means if c, c′

are two paths then we set Dp(c, c′) =
(∑

d(c(i), c′(i))p
)1/p

, where c(i) refers to
the ith element of c, and correspondingly for c′. The metric d can be the graph
distance or, if the graph is embedded in Euclidean space, the Euclidean distance.
Of particular interest are the cases p = 2,∞. The latter gives us the maximum
distance between the corresponding vertices of the graph.

To cluster the trajectories shown in Figure 2, we used complete linkage clus-
tering with the number of clusters set to either 2 or 4. In this method a dendro-
gram is obtained by recursively merging clusters of closest distance. The distance
between two clusters is given by the maximum of distances between their ele-
ments. At the beginning each data point is a cluster of its own and at the end of
the process all points are merged into one cluster. Given the desired number n of
clusters, one uses the last level where there were n clusters in the dendrogram [6].

Fig. 3: Clustering the trajectories separates out the agents who go to one exit
node vs. the other (green vs. blue), but does not separate the individual and
group trajectories.

The results of clustering are shown in Figure 3. The left panel shows the
results with number of clusters set to 2, and the right panel shows the results with
the number of clusters set to 4. We see, in each case, that the nearby trajectories
are grouped together, without distinction as to the structure or “complexity” of
the trajectories. This is as expected, of course, but it demonstrates the inability of
simple clustering to extract the real structure in the data, which is the distinction
between the simple trajectories of individual agents and the complex trajectories
of group agents. Thus, a taxonomy based on simple clustering would not give
a meaningful set of categories of agents. Intuitively, the property we are trying
to extract is captured by the shape of the trajectories, which suggests that a
topological method might be better suited. So, we now turn to topological data
analysis as a possible route to constructing a taxonomy. We first introduce TDA
with a simple example, and then apply it to our simulation.
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4 Topological Data Analysis (TDA)

Topology is the study of spaces equipped with a notion of neighborhood between
their elements. Metric spaces (in particular graphs) are a particular example of
topological spaces, though in general we do not need a metric to know which
elements are neighbors. Other examples of topological spaces include simplicial
complexes which are hypergraphs in which any subset of a hyper-edge is itself a
hyper-edge. The dimension of a simplicial complex is the size of its largest hyper-
edge minus one. In particular a graph is a simplicial complex of dimension one.

TDA aims to find a hypothetical topological space to which a given data set
belongs. For example, we can take the proximity graph of a data set i.e., the
graph obtained from the data set by connecting pairs of points whose distance
is less than a given threshold. Once a topological space is associated to the data
set, one can apply various topological methods and invariants to study the data
and extract its inherent characteristics. As topology is the study of properties
invariant under continuous transformations, TDA can be thought of as studying
the properties of data which are robust w.r.t. continuous deformations of data.
One prominent example of such an invariant is persistent homology [1] which
has been applied to studying data in various different fields. However a precise
description of persistent homology is beyond the scope of this paper.

Fig. 4: Example of topological data analysis.

In a recent example, Lum et al. [4] use an enhanced method of clustering to
assign a graph to the data. The data set is equipped with a filtration function
and one uses this function to divide the dataset into a set of overlapping bins.
One then clusters the data in each bin. Each such cluster gives us a vertex
of the output graph and two such vertices are connected by an edge if their
corresponding clusters have elements in common. This method is then applied
to several data sets such as gene expression from breast tumors, voting data
from the United States House of Representatives and player performance data
from the NBA to obtain new insight on associations in among data points. In
each case the authors find stratifications of the data which are more refined than
those produced by traditional methods.

Figure 4 shows an example of TDA applied to a data set (left panel) which
contains points along a spiral manifold. We used principal components analysis
(PCA) to choose a direction for projection to a single dimension. The points
were binned into five overlapping bins along this axis and the points in each
bin were clustered in the original 2D space using DBSCAN [2]. The results of
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the clustering are shown in the middle panel. Each cluster was then replaced
by a graph node placed at the cluster centroid (using Manhattan distance) and
connected to neighboring nodes if the corresponding clusters shared any common
points. This resulted in the graph structure shown in the panel on the right,
which captures the essential spiral structure of the original data set.

Though it uses clustering, TDA is solving a fundamentally different problem.
The spiral manifold data set doesn’t have meaningful clusters. TDA is captur-
ing the essential shape of the data set as a graph. The structure of the graph
shows the linear structure of the data manifold. In addition, since the graph is
embedded in two dimensions (each node has an (x, y location derived from the
data), it also captures the spiral structure of the manifold.

5 Analysis by TDA

To apply TDA to the study of agent trajectories, instead of using a filtration
function as in [4], we can restrict the paths to possibly overlapping tempo-
ral regions. In this case we divide the runtime interval [0, N ] into intervals
[0, k], [k + 1, 2k], [2k + 1, 3k], . . . and then cluster the restrictions of the paths
to each subinterval as before. This way we obtain sets of clusters C0, C1, . . . Cn

where n = N/k. We then connect with an edge the clusters in Ci and Ci+1 that
contain the restrictions of the same path.

An important special case is when k = 0. In this case the above procedure is
equivalent to clustering the positions of the agents at each time step i and then
connecting any cluster in Ci to those in Ci+1 which contain the position of the
same agent. This can be though of as a coarsening of the trajectories.

In the other extreme, i.e., when k = N we obtain the clustering of section 3
back. Therefore we can regard our adaptation of TDA as a parametrized clus-
tering method for agents.

Fig. 5: Topological data analysis of agent trajectories. The three panels show
three different views of the same graph, to help with understanding its 3D shape.
The actual trajectories are shown in thin gray lines. We see that TDA is able to
separate out several of the group trajectories, especially ones where the groups
don’t reach the exit.
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Figure 5 shows the result of applying TDA to the agent trajectories. The
graph has a somewhat complicated structure, so three different views are shown.
The graph nodes corresponding to the exit nodes of the road network are marked.
If all the trajectories assigned to a node are group agent trajectories, then the
node is colored blue, otherwise it is colored gray.

Taxonomy We see that TDA is able to separate out several group trajectories,
especially ones that don’t reach the exit nodes. There are just two clusters (graph
nodes) at the top level, five at the middle level, and ten at the bottom level.
This gives us a nice taxonomy of the agents. Broadly, there are the two groups
of agents that reach the two exit nodes. Even the agents that don’t end up
reaching one of the exit nodes are mapped to the closest exit node. Following
the edges from the two top-level nodes gives us the five mid-level “taxa”. Here
the agents that don’t reach the exit nodes are split off into their own categories.
The lowest level taxa correspond to the early part of the simulation, and are
therefore reflective of the starting locations of the agents.

We will now turn to a much more complex disaster simulation. We describe
the simulation and the data set briefly first, and then present results from ap-
plying TDA.

6 Analysis of a disaster simulation

We obtained a sample of agent trajectories from a recent disaster simulation [8].
In this section, we briefly describe the simulation before going on to show the
results of our method applied to the data set.

The scenario of the simulation is that an improvised nuclear device is deto-
nated in Washington DC, USA. This hypothetical disaster is known as National
Planning Scenario 1 (NPS-1) and has been studied extensively for many years
We will refer to the simulation [8] as the NPS-1 simulation.

In the NPS-1 simulation, they modeled a detailed “synthetic” population
of the region, including agent demographics, household structure, daily activity
patterns, road networks, and various kinds of locations, such as workplaces,
schools, government buildings, etc. This was a highly data-driven simulation,
using data from multiple sources, such as the American Community Survey,
the National Household Travel Survey, Navteq (road network data), Dun &
Bradstreet (business location data), and more.

The simulation also contained models of multiple infrastructures, including
power, communication, transportation, and health. Damage to these infrastruc-
tures affects the behavior and mobility of agents in the simulation in multiple
ways. For instance, cell towers are inoperative close to ground zero, which means
that people can’t get in touch with family members, can’t make 911 calls, and
can’t receive emergency broadcasts advising them to shelter in place. This lack
of information affects agents’ behavioral choices.
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Similarly, damage to roads, as well as injuries and radiation sickness, prevent
or limit agent mobility. Slow movement through areas close to ground zero also
increases radiation exposure and exacerbates loss of health.

The simulation modeled six behaviors [8], as mentioned in Section 1. The be-
haviors were household reconstitution, shelter-seeking, worry, evacuation, healthcare-
seeking, and aiding & assisting. These behaviors were implemented as specific
policies, specified as short programs, over an action space that contained just
two actions: moving (towards a destination) and calling (a family member, 911,
etc).

The simulation was run for 100 time steps. The first six time steps corre-
sponded to 10 minute intervals of real-time each, and the next 94 to 30 minutes
of real-time each, giving a total of 48 hours. We obtained a sample of 10,000
agents, out of a total of 730,833 agents modeled in the simulation. The vari-
ables included in the data set are distance from ground zero in meters, level of
radiation exposure in centiGrays, health state, which is an integer in the range
[0, 7], and behavior, which is nominal, indicating which of the above behaviors
an agent is executing at each time step.

6.1 Results

To enable viewing the results in a 3D plot as before, we restrict our analysis
to pairs of variables (plus time). We also limit our TDA graph construction to
time step 20 because we found that agent states don’t change very much after
that. To run TDA for the full sample of 10,000 agents takes a few hours (on
a MacBook Pro with 2.6 GHz Intel Core i7 and 16GB RAM), and results in a
plot that is too cluttered to understand easily. Therefore, we demonstrate results
with a random sample of 100 agents. We tried the analysis with multiple random
samples of 100 agents, and the results are qualitatively similar each time.

Fig. 6: Topological data analysis of 100 randomly chosen agent trajectories in
the disaster simulation, where the variables are distance from ground zero and
level of radiation exposure. The left panel shows the result of TDA, while the
right panel shows the graph after homeomorphic smoothing (edge contraction).

Figures 6, 7, and 8 show the results. In each case the actual trajectories are
shown with thin gray lines, while the TDA graph is shown in blue. The right



10 S. Swarup and R. Rezazadegan

panel of each of the figures shows a simplified version of the graph in the left
panel, generated by homeomorphic smoothing (edge contraction) [3].

The idea of homeomorphic smoothing is to simplify a graph by removing
nodes of degree 2 and connecting their neighbors to each other. The graphs
generated by TDA often exhibit long paths where it follows a trajectory of an
agent that doesn’t interact with other agents. Examples can be seen on the left
and right side of the left panel in Figure 6.

For the purpose of generating a taxonomy, these intermediate nodes in paths
in the TDA graph don’t add any information and can be removed. Depending
on the structure of the graph, the impact of homeomorphic smoothing can be
small (as in Figures 6 and 7), or large (as in Figure 8). Yet, though the right
panel in Figure 8 is greatly simplified compared to the left panel, it preserves
the essential distinction between agents who have low radiation exposure and
remain healthy vs agents whose radiation exposure increases over the course of
the simulation, leading to a deterioration of their health condition.

Fig. 7: Topological data analysis of 100 randomly chosen agent trajectories in
the disaster simulation, where the variables are distance from ground zero and
health state. The left panel shows the result of TDA, while the right panel shows
the graph after homeomorphic smoothing (edge contraction). “GZ” is Ground
Zero, i.e., the location where the bomb is detonated.

Taxonomy The annotations in Figures 6, 7, and 8 show some of the taxa
that emerge. In this case also, we can treat the graph nodes at the end of the
simulation as the top level taxa in our emergent taxonomy. Thus, for example,
in Figure 7, the top level taxa correspond to agents who are

1. close to ground zero and in poor health,
2. close to ground zero and in good health,
3. at an intermediate distance from ground zero and in good health, and
4. far from ground zero and in good health.

As we follow the graph edges and move down from the top level, we can describe
how the agents got to the states in the top level. These categories are annotated in
the right panel of Figure 7. Similarly, we can come up with descriptive categories
of agents from the graph-based taxonomy in Figures 6 and 8, as shown in the
right panels of those figures. Thus the method gives us a ranked classification, i.e.,
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a taxonomy, not just a typology of agents in the simulation. Importantly, these
categories are not designed into the simulation, but emerge from the interactions
induced by agent movement, communication, and behavior.

7 Discussion

The method presented here is a beginning to the solution of the problem posed in
this paper. Topological data analysis, though an elegant idea, relies on clustering,
which is still more of an art than a science. There is no doubt that the results
presented here could be further improved through more experimentation. One
possible direction for future research along these lines is to test the predictive
power of the discovered taxonomy, e.g., can we use the taxa to predict the
behavior the agents are engaged in? If that were to be the case, it would suggest
applicability of this method beyond simulations, to predictive analysis of real-
world disaster data.

Fig. 8: Topological data analysis of 100 randomly chosen agent trajectories in
the disaster simulation, where the variables are level of radiation exposure and
health state. The left panel shows the result of TDA, while the right panel shows
the graph after homeomorphic smoothing (edge contraction).

The method presented also generalizes to higher dimensions, though we chose
to stick to two dimensions (plus time) for our experiments for ease of presentation
and understanding of the results. There is a need for a more rigorous method
of evaluating the results from TDA in order to be able to use it well in higher
dimensions. Presently, there isn’t a good method for deciding how well the TDA
graph captures the topology of the underlying data set. An important direction
for future research is to connect TDA to more rigorously theoretical methods in
topology like persistent homology.

Our experience here also suggests that, for complex simulations, the graph
resulting from TDA might itself be too complex to understand. We further sim-
plified it using homeomorphic smoothing, but other methods could possibly be
developed for that. Other generalizations that are possible are to use tensor fac-
torization to discover good filtrations when time is not one of the variables, and
to develop a method for doing TDA on graphs when the graph is not embedded
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in Euclidean space. While distances are still well-defined in that case (shortest
path distance), filtration and binning don’t have obvious analogs.

More generally, we believe this is a helpful method for the broader goal of
making simulations more usable and useful. Many simulation analytics methods
are being developed which address different facets of simulation use, and these
methods need to be brought together into a common framework. For example,
the problem of simulation summarization [7] is clearly related to the problem
of generating a taxonomy of agents. A user study could also be done to assess
if operational users, such as emergency responders and planners, find this tax-
onomy useful or interesting. This would help improve the simulation as well as
build trust in the methods on the part of the end-users, which is ultimately the
biggest barrier to mainstream adoption of MAS methods.
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