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Abstract

We describe the emerging field of simulation analytics in the context of social and
behavioral modeling. Large-scale data-driven simulations are being constructed with
the purpose of modeling social and behavioral phenomena. We discuss a distributed
and relational perspective on agency that has implications for the use of simulation
platforms for understanding these phenomena. We point to areas where new methods
are needed and which show the potential of simulation analytics for addressing long-
standing questions in sociology and distributed artificial intelligence.

Introduction

Computational simulations are increasingly being used to study social systems1, in order to
model a range of phenomena, including infectious disease epidemics, natural and human-
initiated disasters, economic self-organization, online social behavior, and more. These phe-
nomena are behaviorally-driven and exhibit coupling between multiple systems and multiple
spatiotemporal scales, and also offer many opportunities for interventions. These modeling
and simulation efforts are giving rise to interesting new questions, which need to be addressed
through new methods that combine data analytics and simulation science, which we refer to
simulation analytics.

Simulation-based approaches are needed for these complex problems because policy and
planning require understanding hypothetical (counter-factual) scenarios, answering what-if
and under-what-conditions questions [Davis and O’Mahony, 2018], and discovering inter-
ventions. High-resolution, data-driven simulations of adequate representational complexity
provide a natural way of addressing these requirements. For instance if, during an infec-
tious disease epidemic, an epidemiologist wishes to understand the potential consequences
of closing a particular school for a certain number of days, it helps to have a model that has
a representation of said school and of the behaviors of students on school days as well as
non-school days.

Over the last two decades, social simulations have gotten increasingly larger and more
sophisticated. For example, the first TRANSIMS simulation modeled the Dallas-Ft. Worth

1Axtell [2016]; Eubank et al. [2004]; Haas et al. [2012]; Lymperopoulos and Ioannou [2016]; Schiller et al.
[2015]; Zou et al. [2012]
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area in Texas without a detailed representation of daily activity patterns [Beckman (Ed.),
1997]. In 2004, Eubank et al. [2004] described the use of much more refined synthetic
populations for high fidelity urban-scale epidemic simulations. In 2011, Parker and Epstein
[2011] developed a platform for global-scale epidemic simulation, albeit without the kind of
representational detail described above.

In terms of the level of detail and amount of data used in model design, simulations have
also rapidly increased in sophistication. Early stylized models of regions [Batty and Xie,
1994] led to models with accurate demographics and geospatial information [Eubank et al.,
2004]. These in turn, have led to even more complex simulations, such as the simulation of
National Planning Scenario 1, by Barrett et al. [2013], which includes highly detailed, data-
driven models of multiple infrastructures and human behavior after a disaster in addition to
an accurate population model.

These simulations are intuitive to build and understand in that they require specify-
ing models of individual behavior and interactions. The simulation then computes the
population-level consequences of the millions of interactions between individuals that oc-
cur during the event or phenomenon. Indeed, this is the raison d’être of the simulation,
since we cannot compute population-level consequences any other way from specifications of
the individual behavior, at least once the individual behaviors get reasonably complex. For
example, closed-form mathematical modeling of complex behaviors and millions of interact-
ing agents would not be tractable.

High resolution, fidelity, precision, and accuracy of a simulation contribute to its veridi-
cality and therefore its ability to provide actionable information2. However, these properties,
by making the simulation more complex, also make it more opaque to inspection. With a
toy simulation, we can completely explore the parameter space and run large statistical
experiment designs, thus obtaining a comprehensive understanding of the phenomena that
emerge within the simulation. This experiment design approach is applied to larger simula-
tions also, where we choose a few possible interventions (or perhaps vary some parameters
of interest) and run the simulation for each case to examine differences in the outcomes of
interest [Halloran et al., 2008].

As we push the boundaries of scale and complexity, however, we encounter two problems:
1) we do not know the right interventions to try ahead of time, i.e., we would like to use the
simulation as a means of discovering useful interventions, and 2) we can run the simulation
only a small number of times in a reasonable amount of time. This limits the statistical power
we can obtain to distinguish outcomes between the different cells of a statistical experiment
design. However, we retain two important advantages over empirical data. First, since a
simulation is self-contained, we have complete observability. There are no missing values,
and no unobserved variables that could be influencing observed outcomes in the simulation.
Second, more fundamentally, we have complete knowledge of the computation being carried
out internally by each agent, since we design and implement the agents. This does not mean,
however, that we know the effective computation being carried out by each agent, since that

2While validation is not discussed here, it is a crucial step in the design and use of a simulation. It is
of course possible to have a lot of high-fidelity detail in a simulation that is ultimately irrelevant, or even
erroneous, with respect to the question being studied. Uncertainty quantification and sensitivity analysis
are also important in understanding the applicability of a simulation.
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also depends on the agent’s interactions with other agents and with the environment. In
fact, this is a crucial question to be addressed through simulation analytics.

In sum, this is a unique regime of investigation. Sense-making in this regime is a big
data challenge. These simulations produce a large amount of richly structured data and give
rise to several novel questions, which require new methods to be developed. We will explore
some of these in what follows, especially in reference to social and behavioral modeling.

What are behaviors?

In order to design meaningful simulations, we need an operational understanding of the
notion of behavior, in the sense of being able to create a computational model that captures
the essentials of behavior with respect to a given domain. Such an operational description
of human behavior is closely tied to models of bounded rationality, individual agency, social
influence, and social structure. It is worthwhile thinking about what each of these terms
mean, and how they get translated into computational simulations.

The idea of simulating a population of interacting “units” by means of a computer goes
back to Orcutt [1957]. By the general term units, he indicated the flexibility of the method to
model individuals, households, or firms. In his conception, units receive inputs and produce
outputs based on probability distributions connecting inputs and outputs. This very general
approach is what we term “microsimulation” today [Li and O’Donoghue, 2013]. Microsimu-
lations are used in many domains, and are essential in at least two types of situations.

First, as an illustrative example, consider the problem of estimating population exposure
to extreme heat. This can be done by providing a set of individuals with temperature
sensors that can log their exposure as they go about their daily routines. This is an expensive
approach, and is further beset by the problem that the variation in temperature across a large
region (such as a US state), makes it difficult to generalize from the sample to the population.
However, a microsimulation of the region, which includes typical daily activity patterns of
individuals and high resolution temperature data can be used to estimate exposure [Swarup
et al., 2017]. Indeed, it is necessary if we wish to compute population heat exposure without
recruiting a very large (and prohibitively expensive) sample.

Second, consider the problem of mitigating an epidemic of an infectious disease such as
influenza. Such diseases spread from person to person over a “social contact network”, which
is the network induced by physical collocation as people go about their daily activities. The
social contact network is impossible to estimate through a survey, even if you could survey
every single person, because most people do not know all the other people with whom they
are physically collocated on a typical day. We can, however, synthesize the social contact
network by integrating the appropriate data sets. This is known as the synthetic population
approach where multiple data sets, including the census, travel and activity surveys, and
geospatial data are integrated to construct a representation of the demographics, activity
patterns and activity locations of the entire population of a region, from which a synthetic
social contact network can be extracted [Eubank et al., 2004]. Microsimulations can then
make use of this synthetic social contact network to assess the efficacy of different strategies
for epidemic mitigation.
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In both the above scenarios, there is a need for a detailed disaggregated simulation as
we cannot realistically obtain information about population level effects otherwise. The
simulations include a model of typical daily activities, but these activity patterns are fixed
(in the simplest case) and not responsive to changes in the social or physical environment.
This lack of adaptiveness at the individual level is what we point to when we say that
these simulations lack “behaviors”. In order to incorporate behaviors, we need to go beyond
microsimulation to agent-based simulations.

The broad distinction between microsimulation and “agent-based” (or multi-agent) sim-
ulation is that the latter contains agents. What distinguishes an agent from “just” a com-
puter program? Franklin and Graesser [1997] addressed this very question and defined an
autonomous agent as “a system situated within and a part of an environment that senses
that environment and acts on it, over time, in pursuit of its own agenda and so as to effect
what it senses in the future”. There is thus an implication of teleology, or purpose, in the
definition of agency. While this may appear to locate agency within an agent, they also
recognize the role of factors external to the agent in determining its agency. They note that,
“A robot with only visual sensors in an environment without light is not an agent. Systems
are agents or not with respect to some environment.” In this sense, agency is also contingent,
making it similar to Simon’s [1996] definition of artificial systems.

This raises an important question from the simulation perspective: how much of agency is
teleological, and how much is contingent? Put another way, how much of agency is individual
or agent-internal, and how much is determined by interaction? This is not just a matter of
philosophical interest; it has implications for the design and scalability of simulations. In a
traffic simulation, for instance, drivers may be modeled as sophisticated feedback controllers
who adapt to traffic conditions, leading to different observed traffic flow regimes at different
traffic densities. Barrett et al. [1996] showed that such an adaptive feedback control mech-
anism emerges from a much simpler computation in a cellular automaton (CA) model of
traffic, through the interactions between simulated vehicles. There are, thus, two equivalent
ways of designing traffic simulations. The first is to develop a complex driver model for the
agent and put many of these together to simulate traffic. The second is to use the cellular
automaton approach, where the same driver model emerges from the interactions between
the CA rules and the interactions within the system. The two approaches are equivalent in
terms of the global phenomena of interest, but the latter is a much more scalable approach
in terms of the size of the system which can be simulated.

It is in our interest, therefore, from the perspective of designing scalable simulations,
to have the individual agents be as “light-weight” as possible in terms of their individual
computational burden. If agent computations can be distributed across interactions within
the system, the simulation benefits by having a smaller memory and processing footprint,
while still achieving the same global objectives, thus allowing scaling to much larger numbers
of agents. Barrett et al. [2011] refer to this approach as “unencapsulated agency”. How to
do this in general, though, is an open question.

On the other hand, the reader might reasonably object, just because a complex behavior
can emerge from interactions in a simpler simulation doesn’t mean that that’s how it works
in the real world. The human brain is a marvelously complex system and human decision-
making is a subtle process, so it could be supposed that locus of agency lies within the
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individual, and the idea that agency emerges from interactions might seem counter-intuitive.

This tension between the individual and the social, or between agency and structure
(to use the sociological term) has long been recognized. Sewell [1992] referred to agency as
“the efficacy of human action”, and wrote that “A social science trapped in an unexamined
metaphor of structure tends to reduce actors to cleverly programmed automatons.”

Emirbayer and Mische [1998] have a much more complex definition of agency: “the tem-
porally constructed engagement by actors of different structural environments–the temporal-
relational contexts of action–which, through the interplay of habit, imagination, and judg-
ment, both reproduces and transforms those structures in interactive response to the prob-
lems posed by changing historical situations.” This bears unpacking.

They decompose agency into three elements, which they term iteration, projectivity, and
practical evaluation. In their view, an agent structures its social environment and creates
a stable identity and interactions by selectively re-activating prior patterns of thought and
action. This is referred to as iteration. The agent also generates possible future trajectories
of action (projection), and chooses among them based on current circumstances as well as
practical and normative judgments (practical evaluation) [Emirbayer and Mische, 1998].

At first glance, this evokes the standard artificial intelligence concepts of learning and
planning where, broadly, the notion of iteration corresponds to learning, and projectivity and
practical evaluation correspond to planning. It also tracks Franklin and Graesser’s definition
of an agent, above, in the sense of being situated in a (structural) environment, and acting
upon it in pursuit of its own agenda to effect what it senses in the future. There are a couple
of differences though. Emirbayer and Mische make a commitment to the methods by which
an agent acts. For instance, iteration is done by re-activating prior patterns of thought and
action; projection is done by generating possible future trajectories. Franklin and Graesser
allow for a broader definition since they do not make similar commitments.

A deeper difference, however, is that Emirbayer and Mische emphasize that their’s is a
fundamentally relational notion of agency. In their conception, “agency [is] always agency
toward something, by means of which actors enter into relationship with surrounding persons,
places, meanings, and events” [Emirbayer and Mische, 1998]. While Franklin and Graesser
also note the role of context in determining agency, Emirbayer and Mische treat interaction
and context as central to their understanding of agency. Indeed, they treat the agent itself
as a relational structure, and write that, “our perspective, in other words, is relational all
the way down” [Emirbayer and Mische, 1998].

This view has also been present in the philosophy of distributed artificial intelligence
(DAI). Gasser [1991], in laying out a series of foundational principles for DAI, gives the
example of an industrialist flying from Tokyo to Los Angeles after initiating business nego-
tiations in Tokyo, and having called ahead to inform her associates in Los Angeles. Gasser
points out that this industrialist is simultaneously involved in multiple commitments, some
of which are not in her control (like the plane landing in Los Angeles), which involve actions
by multiple participants in many places. Her agency, in effect, cannot be localized to her
physical location, making her a distributed agent.

What are the implications for our understanding of simulations? First, the above discus-
sion shows that unencapsulated agency is not just a means to designing scalable simulations.
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The non- localization of agency is a fundamental property of agents in the real world. We
need to treat this as a foundational design imperative for simulations.

Second, from a simulation analytics perspective, it suggests that what we get out of a
simulation might be quite different from what goes in. As we claimed earlier, our reason for
building simulations is that we wish to calculate population level outcomes from descriptions
of individual behaviors and interactions. However, the process of interaction causes the
influence (and agency) of each agent to spread out through the population, making it tricky,
to say the least, to identify causality or to determine effective interventions. We can then
ask the question in the opposite direction: given a simulation, how do we identify the locus
of agency? How do we identify the causal structures, and how do we extract meaningful
information?

If agency is understood to be relational, how do we understand structure? Sewell [1992]
builds upon the prior work of Giddens and Bourdieu to clarify the notion of social structure
and develop a theory of the means by which agents are constrained by structure but are
also able to effect structural change. He develops the notions of schemas, which refer to the
rules governing interactions among agents, and resources, which refer to material things that
agents can draw upon or use in their interactions. In his view, “To be an agent means to be
capable of exerting some degree of control over the social relations in which one is enmeshed,
which in turn implies the ability to transform those social relations to some degree.”

Sewell cites the analogy made by Giddens [1976], that the relationship of structure to
practice is like the relationship of langue to parole described by Saussure where, broadly,
langue corresponds to grammar and parole to speech. In Sewell’s view, structure consists
of both virtual things, the schemas, things like norms, patterns of behavior, and roles, and
material things, the resources, such as land, tools, and factories. He goes on to discuss how
schemas and resources depend upon each other and how each produces the other. In précis,
he defines structures to be “sets of mutually sustaining schemas and resources that empower
and constrain social action and that tend to be reproduced by that social action” [Sewell,
Jr., 1992],

In simulations, structure is provided by the rules of interaction, the affordances available
to agents, and the internal computational models of agents. This structure constrains agent
behavior in the simulation. However, while this seems analogous to the langue/parole dis-
tinction, it doesn’t actually reflect the idea of structuration that Sewell elaborates because
in his view, crucially, structures tend to be reproduced by social actions. That this is a
tendency, and not a rigid determinism, allows for the possibility of structural change. In
a simulation, unless we allow for some kind of self-modifying code, the kinds of structure
mentioned above are not reproduced by the agents; nor is there any possibility of change to
these structures through the actions of the agents. There is therefore an intermediate level
of structure we must consider, which is the structure that is emergent in a simulation. For
example, the network structure of interactions and the rules of interaction, both of which
might be fixed in a simulation, can lead to the emergence of consensus or norms [Fagyal
et al., 2010], which is an emergent structure.

From a simulation analytics perspective, the questions this raises have to do with iden-
tifying emergent structures. What defines an emergent structure? How do we formalize
(intermediate) levels of structure? When do these structures have causal power? Is it pos-
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sible for emergent structures to have causal power that is more informative than the lower
level structures that define the simulation [Hoel, 2017]? These are fundamental questions
and have been identified (among others) as priority challenges by Davis et al. [2018].

Simulation analytics for social and behavioral modeling

We present an example of a question for which we have developed a novel method to analyze
simulation results. This is barely scratching the surface of the problems in this space, but it
shows how taking a simulation analytics perspective allows finding new insights into outcomes
of complex simulations.

This example is from a simulation [Barrett et al., 2013] of National Planning Scenario 1,
which is that a 10kT improvised nuclear device is detonated at ground level in Washington
DC at approximately 11 am on a weekday. Detailed calculations have previously been done
of the physical effects of this event, including the shock wave, the electromagnetic pulse,
thermal fluence, radiation levels over time, and the resulting fallout cloud. The explosion
will result in damage to the built infrastructure in the area around ground zero, including
power loss, loss of communication, disruption of transportation (road damage), and building
damage. Our simulation used information about all of these effects in combination with
a detailed model of the population and expected behaviors. The simulation modeled the
aftermath of the event out to 48 hours post-event, keeping track of population health and
mobility.

In this simulation, a synthetic population model of the Washington DC metro area was
used to create 730,833 agents, corresponding to an estimate of all the people expected to be
in the area we studied at the time of the detonation. The state of each agent was represented
by a number of variables, including its demographics, its household relationships, its current
geographical location, its health state, and more. Each agent, at each time step, could choose
to do one or both of two actions: try to go somewhere, and or try to call someone.

Where the agent decided to go, and whom the agent decided to call depended on the
agent’s current behavior. We modeled six behaviors: household reconstitution, shelter-
seeking, evacuation, healthcare-seeking, worry, and aiding/assisting others. These behaviors
were temporally extended. They were triggered in part by environmental conditions, in part
by the health of the agent, in part by the information the agent had about family members,
and in part probabilistically. The details of the behavior model are presented elsewhere
[Parikh et al., 2013, 2016a]. For our current discussion, it is important to note two things:
that the agency of these actors, therefore, was distributed across the physical and social
environment, and that the behaviors were modeled at an intermediate level between the
level of actual actions the agents perform, and that of the population level outcomes that
are observed.

Identifying causal connections between behaviors and outcomes

With this complex behavior representation embedded in a complex simulation of multiple
physical and social interactions, it is not easy to identify causal influences [Davis et al.,
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2018]. One of the outcomes we ultimately care about is the distribution over health states
at the end of the simulation, i.e., how many people die, how many are injured, how many
are in good health, etc.: health state in the simulation was divided into eight discrete levels,
with level 0 representing death, level 7 representing perfect health, and intermediate levels
representing different levels of injury/incapacitation.

We would like to know how behaviors (and other factors) affect health outcomes. Some
factors, such as the explosion itself, are obvious. The probability of survival within a half-
mile radius of ground zero is very small. However, other factors are not so clear cut. Does
searching for family members help or hurt? Is it better to evacuate or shelter-in-place? There
are several such questions. Below we describe a method we have developed [Parikh et al.,
2016b] to tease out the causal influences on a given outcome of interest in a simulation.
The method is based on the causal state formalism that has been developed by Crutch-
field and others, termed computational mechanics [Crutchfield and Young, 1989; Shalizi and
Crutchfield, 2001]. We make use of the fact here, as discussed in the introduction, that we
have complete observability in a simulation, i.e., there are no missing data or unmeasured
influences on the outcomes.

Suppose that we have a stochastic process, denoted by a sequence of random vari-
ables Xt, drawn from a discrete alphabet, A. At time t, we write

←−
X to denote the se-

quence X−∞ . . . Xt−2Xt−1Xt, the “past” of the sequence, and
−→
X to denote the sequence

Xt+1Xt+2 . . . X∞, the “future” of the sequence, following Crutchfield et al. [2009]; Ellison
et al. [2009].

Crutchfield and Young [1989] came up with an elegant and simple method for modeling
the time series: group all the histories that predict the same future. This gives rise to a state
machine which they call an ε-machine, defined as [Ellison et al., 2009]:

ε(←−x ) = {←−x ′|Pr(−→X |←−x ) = Pr(
−→
X |←−x ′)}. (1)

The states of this ε-machine correspond to groups of histories that assign the same prob-
ability distribution to the future of the time series. They showed that ε-machines have some
very interesting and useful properties. For example,

←−
X is statistically independent of

−→
X

given the current causal state, which makes the ε- machine process Markovian. ε-machines
are also optimally predictive because they capture all of the information

←−
X contains about−→

X .

An algorithm for learning an ε-machine representation from a given time series, known as
Causal State Splitting Reconstruction (CSSR), was described by Shalizi and Shalizi [2004].
Their approach is to learn a function that can predict the next step of the series optimally,
a property they call next-step sufficiency, and which can be applied recursively. The idea is
that if a function satisfies both these properties, it can be used to compute the entire future
of the time series.

CSSR operates incrementally to infer an ε-machine as a Hidden Markov Model (HMM)
from a given time series. To start with, the HMM has just one hidden state. More states
are added only when a statistical test shows that the current set of states is insufficient for
capturing all the information in the past of the time series.

The CSSR algorithm considers increasingly longer past sequences and compares the dis-
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tribution over the next symbol by doing a statistical test. If L is the length of the past
sequences evaluated so far, and Σ is the set of causal states estimated so far, then, in the
next step, CSSR looks at sequences of length L + 1. If a sequence of the form axL, where
xL is a sequence of length L and a ∈ A is a symbol, belongs to the same causal state as xL,
then we would have [Shalizi and Shalizi, 2004],

Pr(Xt|axL) = Pr(Xt|Ŝ = ε̂(xL)), (2)

where Ŝ is the current estimate of the causal state to which xL belongs. If these two
distributions are statistically significantly different according to a statistical test such as the
Kolmogorov-Smirnov test, then CSSR tries to match the sequence axL with all the other
causal states estimated so far. If Pr(Xt|axL) turns out to be significantly different in all
cases, a new causal state is created and axL is assigned to it. This process is carried out up
to some length Lmax.

Our approach adapts the causal state formalism to large multi-agent simulations. There
are two key differences. CSSR relies on having a very long, stationary time series in order to
be able to estimate the probability distributions. Instead of having a very long time series,
we rely on having a very large number of agents. Second, since our simulation is not a
stationary process, we construct the optimal set of clusters at each time step, with respect
to a final outcome, as explained below.

In our approach, a multiagent simulation consists of a set of agents, each of which is
defined by a k-dimensional state vector x(t) = [x1(t), x2(t), . . . xk(t)]ᵀ, which evolves over
time. Let di be the number of possible values xi can take. The simulation proceeds in
discrete time steps from t = 0 to t = T . Let the number of agents be denoted by N .

We use the term state in a broad sense. It can include, e.g., the action taken by the
agent at each time step, or how many other agents in the agent’s neighborhood are doing
the same action. It can also include historical aggregations of variables, e.g., it might include
a variable that tracks if an agent has ever done a particular action, or the cumulative value
of some variable so far.

Our goal is to compress the trajectory of each agent through state space to a small
number of important states that have a significant impact on the outcomes we care about.
Let the outcome variable for agent i be denoted by yi. We assume that yi is an instance of
a random variable Y . Our algorithm for discovering these causally-relevant states proceeds
as follows.

We divide the agent population into a set of clusters, C(t) = {C1(t) ∪ C2(t) ∪ . . . Cm(t)}
at each time step. Initially, all the agents are grouped into just one cluster, i.e., m = 1 at
t = 0. At each subsequent time step, the state of each agent changes because at least one of
x1, . . . xk changes. The number of ways in which x can change is d = d1 × d2 × . . .× dk.

Consider an arbitrary cluster of agents, Ci(t). At time step t+ 1, it can split into up to
d groups, based on how each agent’s state changes. However, not all of these changes may
have a significant impact on the outcome variable. We treat each group derived from Ci(t)
as a candidate cluster, denoted by CCi,j(t+ 1), where j ∈ 1 . . . d. At each step, we compare
Pr(Y |Ci(t)) with Pr(Y |CCi,j(t+ 1) using the Kolmogorov-Smirnov test.
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Our null hypothesis (analogous to equation 2) is,

Pr(Y |CCi,j(t+ 1) = Pr(Y |Ci(t)). (3)

We also introduce a parameter δ, which is a threshold on the “effect size”, which we
measure as the KL-divergence between Pr(Y |Ci(t)) and Pr(Y |CCi,j(t + 1). If the null
hypothesis is rejected at a level α (say 0.001) and DKL(Pr(Y |Ci(t))||Pr(Y |CCi,j(t+1)) > δ,
then candidate cluster CCi,j(t+ 1) is accepted as a new cluster at time step t+ 1. The need
for the effect size threshold is explained further below. If none of the candidate clusters at
time step t+ 1 are accepted, then Ci(t) is added to the set of clusters for time step t+ 1.

Thus, the entire simulation is decomposed into a tree structure of agent clusters. Fur-
thermore, each cluster splits only when the corresponding state change is informative about
the final outcome of concern. The trajectory of each agent traces a path through this tree
structure. We compress the trajectory by retaining only those time steps at which the clus-
ter to which the agent belongs splits off from its parent cluster. The parameter δ allows
us to control how many new clusters are formed at each step, and consequently, how much
compression of trajectories we achieve. Setting δ to a high value will retain only the clusters
which have a large difference in outcomes from their parent clusters.

The resulting tree structure can then be queried to find information of interest. For
instance, the query, “For people who started between 0.6 and 1 mile from ground zero,
identify top 10 transitions where current health state remains the same but the expected
final health state is reduced, order by expected reduction in descending order,” gives the
results shown in Table 1 [Parikh et al., 2016b].

26. Table 1: Top results for the query, reproduced from Parikh et al. [2016b].

Rank Iteration Health EBR Behavior Radiation Treatment Distance from
state exposure ground zero

1 9 3 0 HC-seeking low 0 >1 mile
2 7 7 0 HRO high 0 <0.6 mile
3 17 7 0 aid & assist high 0 <0.6 mile
4 12 3 0 HC-seeking low 0 >1 mile
5 4 3 0 HC-seeking low 0 >1 mile
6 9 7 0 HRO high 0 <0.6 mile
7 8 7 0 HRO high 0 <0.6 mile
8 4 3 0 worry low 0 >1 mile
9 5 7 0 HRO high 0 >0.6 mile, <1 mile
10 3 3 0 HC-seeking low 0 >1 mile

The results pick out a combination of behaviors, time (iteration), health state, radiation
exposure, and whether the agent has received an emergency broadcast advising to shelter-in-
place (EBR), that have a high predictive value in determining the final health states of the
agents. HRO is the “household reconstitution option”, i.e., the behavior where agents are
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trying to locate their household members. HC-seeking is healthcare-seeking. The causally-
relevant states, therefore, are a combination of agency and structure. They are not designed
to be this way; they emerge from the interactions in the simulation, and are revealed by
taking a simulation analytics perspective.

Conclusion

Isaac Asimov, in a collection of short stories which became the novel Foundation, invented
the idea of a science called psychohistory. This was a science that allowed forecasting the
dynamics of large populations, through a combination of psychology, history, mathematics,
and statistics. In his stories, the people who used this science used a device called the
Prime Radiant to project the immensely complicated equations onto walls, annotate and
revise the equations, and extrapolate them forward. They spent their lives in comparing the
predictions of the model with reality, and in devising careful modifications (interventions)
to the model in order to then steer human civilization in a preferred direction.

There are two points implicit here. One is the idea that, supposedly, forecasting accuracy
is (supposedly) the ultimate measure of model quality. The other is that the use of the model
is for control, i.e. for devising interventions that steer the system in a preferred direction.
These two goals are actually at odds with each other. Suppose we had the perfect model for
a given (social) system, perfect in the sense of being able to forecast any aspect of it very
accurately. With such a model, to study counterfactual scenarios, in order to determine the
consequences of a planned intervention, say, all we would have to do would be to feed the
model with different data corresponding to the scenario we wished to study and then run
the simulation to observe the outcomes. This approach treats the model and simulation as
a black box and concerns itself with just the inputs and outputs to the system.

However, consider the problem of finding good interventions, given such a perfect model.
While such a model would offer the affordances to study changes to any aspect of the real
world, its complexity would be as much as the real world, by the law of requisite variety
[Ashby, 1958; Bar-Yam, 2004]. Finding good interventions requires understanding the causal
processes in the system, i.e., opening up the black box, which would be very challenging with
such a complex model. In other words, such a model would be very difficult to understand
and use. In general, the more realistic a model becomes, the harder it is to work with.

However, even with a complex and realistic model, we retain the advantages of complete
observability and complete knowledge of the computation being carried out by each agent,
along with the ability to re-run the simulation, as discussed in the introduction. We do,
however, need new simulation analytics methods for sense-making with such models.

Taking a step back from this dichotomy, there are actually many reasons to do modeling
beyond forecasting and control [Epstein, 2008], such as explaining, generating new hypothe-
ses, training practitioners, and more. Consider a question like, “how many different types
of agents do you have in your simulation?” Generally, this question is asked from a design
perspective, e.g., we might have designed civilians and responders into a disaster simulation.
However, this question is equally valid, and perhaps more meaningful, from a simulation
analytics perspective. Can we look at the outcome of the simulation and derive a taxonomy
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of agents? We might discover that a finer-grained taxonomy is more meaningful, e.g., the
category of civilians might be further refined into those who are seriously injured, those who
are trying to evacuate, and those who are moving towards the disaster area (to look for
family members, for example). This kind of analysis would clearly help with a high-level
understanding of the simulation, and with planning appropriate response procedures. This
is just one example of a range of new questions that open up when we take a simulation
analytics perspective. The key ideas about this perspective that we have tried to convey in
this article are as follows:

• Simulations allow us to compute population-level outcomes from complex individual
actions and interactions.

• Large-scaled complex simulations constitute a new regime of investigation.

• Behavior needs to be modeled and understood at a level that is intermediate between
individual actions and population-level outcomes.

• A relational view of agency and structure shows how interactions in a simulation result
in causality being “diffuse”.

• There are a host of new questions that can be asked in this setting, for which new
methods are needed. We term this general area simulation analytics. Discovering
interventions is one example.

More generally, our thesis can be summed up as follows: That which we call behavior is a
fundamentally distributed, interactionist, emergent phenomenon. It arises from the interplay
between agency and structure. Simulation analytics offers a means of studying it as such.
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