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Abstract. We show that if a population of neural network agents is allowed to
interact during learning, so as to arrive at a consensus solution to the learning
problem, then they can implicitly achieve complexity regularization. We call this
learning paradigm, the classification game. We characterize the game-theoretic
equilibria of this system, and show how low-complexity equilibria get selected.
The benefit of finding a low-complexity solution is better expected generalization.
We demonstrate this benefit through experiments.

1 Introduction

In machine learning, simple models are expected to generalize better. More complex
models are more likely to overfit the training data, and consequently are less likely to
generalize well. Thus, during learning, it is advisable to try to find a low-complexity
model that performs well on the training data. How to do this is, in a nutshell, the
problem of complexity regularization.

Most attempts to solve this problem proceed by developing an objective function
(also called an empirical loss function) which includes a penalty term for the complexity
of the model [1–3, e.g.]. Here we present a multi-agent solution to this problem, where
the objective function used by each individual learner does not contain a penalty term
for complexity. Instead, low complexity models are found through implicit complexity
regularization via interaction during learning. Further, most techniques for complexity
regularization try to minimize the complexity of the weights, whereas our learning al-
gorithm is best understood as minimizing the complexity of the internal representation,
i.e. hidden layer activations, of the neural networks. This is closer in spirit to the idea of
learning over the space of input-output functions rather than the weights of the neural
network [4]. We call our learning method, the classification game [5].

We proceed as follows. First we give a brief introduction to neural networks. Then
we demonstrate, through a simple example, that the classification game succeeds in
finding simple models. Then we present the learning algorithm in detail. After that we
do some analysis to characterize the equilibria of the game, and discuss why certain
(low-complexity) equilibria tend to be selected in the game. Then we present another
experiment where vanilla neural networks fail to learn altogether, but a population of



neural networks playing the classification game is more successful. We then discuss
where our approach fits in the landscape of complexity regularization techniques. In the
conclusion, we present a summary of this work as well as some directions for future
work.

2 A brief introduction to neural networks

Artificial neural networks are one of the most commonly used representations in ma-
chine learning. They consist of a set of “nodes” with “weights” on the incoming edges to
the nodes. Feedforward neural networks generally have the nodes organized into “lay-
ers”, so that information flows strictly from the inputs to the outputs. The illustration in
figure 1 shows an example.
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Fig. 1. A schematic of a feed-forward artificial neural network.

Each node in a neural network carries out the following computation:

u =
∑
i

wixi + b, (1)

y =
1

1 + e−βu
, (2)

where y is the output of the node, xi are the inputs to the node, and wi are the weights.
Additionally, b is known as the bias weight, and β is a parameter. The r.h.s. of equation
2 is known as the logistic function, which is a sigmoid function.

Geometrically, the weights of the node define a line (or a hyperplane in higher
dimensions), and the computation above can be seen to be the dot product between a
point (given by the inputs, xi) and the line. u will be positive for points on one side
of the line, and negative for points on the other side of the line. Passing u through the
sigmoid function (equation 2) “squashes” the output to be between 0 and 1. Points on
the positive side of the line will evaluate to y > 0.5 and points on the negative side will



evaluate to y < 0.5. More importantly, though, the sigmoid function introduces a non-
linearity, so that the neural network as a whole computes a non-linear function. It can
be shown that a feed-forward neural network with two layers of weights is capable of
approximating any continuous function arbitrarily closely, given enough hidden layer
nodes.

Given a set of samples from an unknown function (as input-output pairs), known
as the training set, the weights of a feedforward neural network can be estimated, to fit
the function, using a learning procedure known as error backpropagation. We define an
error function,

e = (t− y)2, (3)

where t is the target output for an input x, and y is the actual output generated by the
neural network. Then we calculate the gradient of the error function with respect to
all the parameters wi (using the chain rule when necessary), and update the weights to
descend the gradient. Thus, after several iterations, the neural networks ends up in a
local minimum of the error functions. Details about various kinds of neural networks
and their training can be found in several textbooks on the topic [6, e.g.].

3 Complexity regularization in neural networks

If the training set is too small, or noisy, then the learning procedure can lead to over-
fitting, where the weights start to adapt to the noise in the data, rather than finding true
regularities. When this happens, the neural network becomes too complex. Thus, there
have been several modifications suggested for the basic error function defined above,
to avoid overfitting by keeping the complexity of the weights low. This is known as
complexity regularization, as discussed earlier.

Most approaches work by augmenting the objective function with a penalty term for
the complexity of the solution, so that by minimizing the objective function, both error
and complexity are minimized. These penalty terms are often derived from information-
theoretic (minimum description length) considerations. For example, Hinton [7] showed
early on that minimizing the squared error function above corresponds to minimizing
the description length of the “data misfits”, and adding a penalty term for the magni-
tude of the weights (

∑
ij w

2
ij) corresponds to minimizing the description length of the

weights as well (with the assumption that the data misfits and the weights of the trained
network are each drawn from Gaussian distributions). Hinton and van Camp [2] pre-
sented a more sophisticated method utilizing noisy weights and a coding scheme based
on a mixture of Gaussians. The main limitation of their approach was that it relied
on a “good” initialization of the weights, since the description complexity is shown to
be equivalent to the Kullback-Leibler divergence between the prior and the posterior
distribution over the weights.

Hochreiter and Schmidhuber [3] showed how a minimum description length argu-
ment could be interpreted as a search for large flat minima in the weight space, which
results in a considerably more complex penalty term in the objective function, but also
shows very robust performance.

More recently, researchers have turned to ensemble methods for complexity regu-
larization, where the complexity of the ensemble can be adjusted by making the weight



of each trained learner depend on its complexity [8]. The difference between the clas-
sification game and this approach (and also other ensemble methods like boosting [9]
and bagging [10]) is that in the classification game all the learners converge towards a
single model of low complexity, i.e., the complexity of each learner is reduced. Further,
we do not rely on a combination (by voting etc.) of the learned models at the end.

Before discussing the classification game in detail, we present a small demonstra-
tion that shows that the classification game manages to perform complexity regulariza-
tion implicitly through interaction during learning, without modifying the error func-
tion.

4 A demonstration of the classification game

We have a population of four artificial neural networks, with a fixed number (4, in
this example) of hidden layer nodes, and 1 output node. We train them on the xor
problem. Thus each neural network has 2 inputs, and the set of possible inputs is
{(0, 0), (0, 1), (1, 0), (1, 1)}. The expected output is the logical xor of the inputs, i.e.
the output is 1 when the inputs are different, and 0 when the inputs are the same.

We interpret each hidden layer node as a hyperplane, where the weights to the node
are the coefficients of the hyperplane. Since the input space is two-dimensional, we can
draw these hyperplanes (straight lines), to visualize how they dissect the input points.
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Fig. 2. A neural network typically finds overly complex solutions to the xor problem.

Figure 2 shows the result of training a single neural network on the xor problem. The
hyperplanes in the figure are labeled and also indicate orientation. Hyperplane A, e.g.,
labels the point (0, 0) as 1, and all other points as 0. The output neuron of the neural
network converts the encoding generated by all four hidden layer hyperplanes into a
label. The neural network obtains zero error, i.e. perfect classification accuracy, very



easily, but we can see that the found solution uses all four hidden layer nodes whereas
we know that only two are really necessary. This means that the neural network has
found an overly complex model, though it is not a problem here because all possible
inputs are presented during training. This tendency to use all the hidden layer nodes
available is general behavior for a neural network, however, and if we used a more
complex problem where only some of the possible inputs are presented during training,
then generalization is the key measure, and we would not expect the found model to
generalize well.

In contrast, if we have a population of such neural networks playing the classifica-
tion game, then they almost always converge on a solution such as the one illustrated
in figure 3. The details of the classification game are described in section 5. At present
we want to point out that the model that is found by the learners in this case is the opti-
mal model. Even though the neural networks are again provided with four hidden layer
nodes, we see that they are only “using” two of them. Two others have been “pushed
away”.
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Fig. 3. A population of neural networks playing the classification game typically finds the optimal
solution to the xor problem.

We now describe the learning algorithm that implicitly obtains this complexity reg-
ularization phenomenon. It should be noted that we are not claiming that the classifica-
tion game always finds the optimal solution. It only does so for toy problems like xor;
in general, though, it does reduce the complexity of the model substantially.

5 The Classification Game

Assume that we have a population of neural networks that are initialized with random
weights. The learning algorithm then proceeds as follows. At each step, we select two of



the learners randomly and designate them speaker and hearer. They are both presented
with the same training example to classify.

The speaker encodes this example into a set of hidden-layer activations, by passing
it through its hidden layer of weights and sigmoid activation functions in the usual way.
It also generates a label by passing the hidden layer activations through the output layer.
The hidden layer activations are also converted into a boolean vector by thresholding
the neuron activations at 0.5. The speaker then passes this boolean vector to the hearer.

The hearer ignores the example itself, and uses the encoding provided by the speaker
to try to predict the label, using its own output layer. In other words, the hearer sets the
activations of its own hidden layer using the boolean values provided by the speaker,
and passes this vector through its output layer in the usual way to generate a label.

The speaker and hearer are then both given the expected label and update their
weights through error backpropagation. The entire process is illustrated in figure 4.
Notice that the speaker does not get any feedback about the error made by the hearer1.
Thus the speaker is simply trying to minimize its own error, whereas the hearer is trying
to minimize error on an encoding provided by the speaker. The error function (also
known as the objective function or loss function) being minimized by the learners is
simply the squared difference between the expected label and the actual output of the
neural network. The error function does not contain a term for the complexity of the
internal representation (weights or hidden layer activations). This means that the agents
are not explicitly trying to find a low-complexity solution.

Note that hidden layer weight updates for the hearer are slightly tricky because the
hidden layer activations for the hearer came from the speaker, and not the hearer’s own
hidden layer weights. Therefore, to update these weights, we proceed as follows. The
hearer backpropagates the error from the output layer to generate a set of hidden layer
activations. These are, in essence, what the hidden layer activations should have been,
to generate the right output. It then treats these as the expected outputs for its own
hidden layer. It generates the actual outputs of its hidden layer from the input vector,
compares them with these expected hidden layer outputs, and performs weight updates
in the usual manner.

We then return these learners to the population, choose two learners again and repeat
the process until we are satisfied (i.e., until the error drops low enough, or we reach an
arbitrary number of iterations).

6 Analysis

We now write down the above description formally, in an attempt to give a theoretical
description of what is going on in the classification game.

Following the formalism of Haussler [11], we assume that the learners are provided
with a training set z = {z1, z2, ..., zn} where each example zi = (xi, yi) consists of an
input xi ∈ X and an expected output yi ∈ Y . The learners are also provided with a loss
function l : Y × Y → <, and a hypothesis space H containing functions h : X → Y .

1 Agents take on the role of both speaker and hearer over the course of learning. Thus informa-
tion is shared between all agents, and information flow is not uni-directional.
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Fig. 4. A single interaction in the classification game. The white arrows show signal flow, and the
grey arrows show error flow.

We assume that the training set is generated by sampling n times independently from a
probability distribution P , and that the true loss of a hypothesis h with respect to P is
defined as,

E(h, P ) =
∫
X×Y

l(y, h(x))dP (x, y).

The goal of the learners is to find a hypothesis h that minimizes the true loss. The
learners proceed, as usual, by trying to minimize the empirical loss,

E(h, z) =
n∑
i=1

l(yi, h(xi)),

where the loss function, as mentioned earlier, is simply,

l(y, h(x)) = (y − h(x))2.

It has been shown that the difference between the empirical loss and the true loss is re-
lated to the complexity of h, and that low-complexity hypotheses that minimize the error
on the training set are also expected to have low true loss. This is known as Occam’s
razor for machine learning [12–14].

To quantify the complexity of our hypothesis space, we introduce the notion of
an internal representation space, V , by splitting the hypothesis space into two parts,
H = F ◦ G, where G : X → V , and F : V → Y . We assume that points in V
are binary vectors, and functions g ∈ G are of the form of nh-hyperplanes. Finally,
functions f ∈ F are simply hyperplanes. Note that this matches the architecture of an
artificial neural network with nh hidden-layer nodes and a single output node. Points
in V are, thus, the vector of labels assigned to points in X by the nh hyperplanes
corresponding to the nh hidden-layer nodes. We call g an encoding function or simply
encoder, and f a decoding function or simply decoder.

Now, a low-complexity function g is one which “uses” a small number of the nh
hyperplanes available. This is intuitively obvious from figures 2 and 3. We will make
this more precise a little later.



Let x = {x1, x2, ..., xn} be the set of training set inputs. We define x+ = {xi ∈
x | yi is positive}, and x− = {xi ∈ x | yi is negative}, to be the positive and negative
subsets of x. Note that here, and henceforth, we will always use the term “positive
point” to refer to an input for which the expected output is positive, i.e. an input which
belong to the class of postively-labeled points (and the same for “negative point”). An
encoder, g, transforms x+ and x− into internal representations v+ and v− respectively.
Since we have a population of (say, m) learners, we obtain m internal representations,
denoted by vj , where, ∀j ∈ {1, ...,m}, vj = v+

j ∪v
−
j , through the action ofm encoders,

g1...gm, corresponding to the m learners. The encoding of a particular point, say x+
i ,

by agent j is denoted by v+
j,i.

6.1 Characterizing Nash equilibria

From a game-theoretic perspective, the classification game proceeds as follows. Given
an example, the speaker chooses the encoding of it both for the speaker itself and for the
hearer. The payoff to the speaker and the hearer can be thought of as the negative of their
error on the given example. Thus, maximizing the payoff is equivalent to minimizing
the error. Note that, in an interaction, the speaker is essentially unaware of the hearer,
since it gets no feedback about the hearer’s error on the example. The speaker, thus,
chooses its encoding of the given example purely to minimize its own classification
error.

We are now ready to characterize the Nash equilibria of the classification game.
Note that while each encoder, gj , only produces its own internal representation, vj ,
each decoder, fj , has to decode not just vj , but ∪jvj , i.e. each decoder has to decode
the internal representations generated by all the encoders.

It is possible that the encoding, vj,p, generated by learner j for a positively-labeled
input, x+

p , is the same as encoding vk,q generated by learner k for a negatively-labeled
input, x−q . We denote this event as a conflict. A conflict implies that decoders fj and
fk are guaranteed to make at least one classification mistake because they cannot dis-
tinguish positive input x+

p from negative input x−q , when learners j and k interact with
each other. In this case, either one of the learners can change its internal representa-
tion by choosing a different encoding function, and can thus reduce its error. This leads
straightforwardly to the first condition for an equilibrium:

∪jv+
j ∩ ∪jv

−
j = ∅, (4)

where ∅ is the null set. In plain English, this condition is satisfied when there are no
conflicts. Note that this condition can always be achieved simply by making all the
learners have the same internal representations.
Each learner must choose its internal representation to satisfy two other conditions:

v+
j ∩ v

−
j = ∅, and (5)

vj must represent an attainable dichotomy for fj . (6)

Condition 5 simply states that a learner’s internal representation must be self-consistent,
i.e. it shouldn’t assign the same encoding to both a positive and a negative input. Condi-
tion 6 states that the encoder should transform the inputs in such a way that the decoder



can actually decode them into the right labels. For example, for the xor problem, if the
encoder is the identity function, the decoder will not be able to solve the problem, since
at least two hyperplanes are needed to separate the positive from the negative points.

Together, these three conditions specify the equilibria for the system, assuming that
G contains functions that are complex enough (i.e., the neural network has enough hid-
den layer nodes). Note that condition 4 implies condition 5. However, we state them
separately because that will facilitate the discussion of equilibrium selection ahead.

There are two different “incentives” for modifying an encoding. In the role of
speaker, an agent modifies its encoding to solve the classification problem. In the role of
hearer, an agent modifies its encoding to be compatible with the encodings of the other
agents. Further, note that the equilibria are not strict Nash equilibria, because it is pos-
sible for a learner at equilibrium to change its internal representation without increasing
the number of conflicts, and without increasing its error.

The complexity of an encoding The complexity of an encoding, vj , corresponds es-
sentially to the number of points in vj , which we denote as |vj |. If more than one point
in x is mapped onto the same point in vj , then |vj | < |x|, and the complexity of vj is
lower than that of x. The complexity of vj can be quantified by, e.g., the entropy2 of vj ,

H(vj) =
|vj |∑
i=1

p(vj,i) log p(vj,i).

For maximally complex encodings, |vj | = |x| = n, i.e., a different point in V is as-
signed to each input xi. When this happens, we say the learner has memorized the data.
The number of such encodings is 2k

Cn. Such encodings will generalize poorly. On the
other hand, for minimally complex encodings, |vj | = 2, i.e., all the positive inputs are
labeled with one point in V , and all the negative inputs are labeled with another point
in V , making the decoder’s task trivial. The number of such encodings is 2k

C2. Such
encodings are expected to generalize well, but may not be attainable, depending on the
structure of the problem.

When two points have the same encoding, it means that there is no hyperplane
separating them (or that hyperplane would assign different labels to the two points,
giving them different encodings). As the number of points that share their encoding
increases, we are in effect “using” fewer and fewer hyperplanes to separate the points.
This corresponds to encodings of low complexity, as mentioned in section 6. In the
limit, when all positive points have the same encoding and all negative points have the
same encoding, it means that there is essentially only one hyperplane separating them
(though in practice we might end up with multiple hyperplanes, nearly aligned with
each other, separating the positive from the negatively labeled points). This happens
when we have a linearly-separable problem.

2 Note that there are some learning approaches that explicitly try to maximize information gain,
such as ID3 [15]. Here, on the other hand, we are just using entropy to quantify the complexity
of the model, not to derive the learning algorithm.



6.2 Equilibrium selection

The number of states of the population satisfying the three equilibrium conditions above
is large, yet we generally observe the emergence of low-complexity equilibria. To un-
derstand why this happens, we turn to the dynamics of the classification game.

To analyze this equilibrium selection problem, we assume that the learners all learn
individually for a while before they start interacting and playing the classification game.
It turns out that this makes no difference to the complexity regularization phenomenon
in practice, but it allows us to ignore the learning transient in the analysis.

Thus, we assume that the learners have all found internal representations that min-
imize the error on the training set. In other words, they have found internal represen-
tations that satisfy conditions 5 and 6 above. They are unlikely to be at an equilibrium
point of the classification game, however, because condition 4 might still not be satis-
fied.

The system dynamics are determined by the backpropagation algorithm. In partic-
ular, we are interested in the dynamics of the points in V space, which is the space of
hidden layer activations. Ideally, we should set up a full dynamical model of the inter-
nal representation of an agent’s neural network and show that the stationary state of this
dynamical model corresponds to a low-complexity equilibrium. This is not possible,
unfortunately, because the learning dynamics of even a single neural network are not
yet fully understood [16, 17, e.g.], not to mention that we have a population of inter-
acting neural networks. Nevertheless, we can gain a qualitative understanding of the
dynamics of the classification game by considering the following situations.

1. Input point x+
p is mapped onto vj,p by learner j and input point x−q is mapped onto

vk,q by learner k, where vj,p = vk,q (we keep the j and k subscripts to differentiate
which learner is producing the point). This is a conflict and causes the hearer to
update its internal representation.

2. Input point x+
p is mapped onto vj,p by learner j and input point x+

q (note that this
is also a positive point) is mapped onto vk,q by learner k, where vj,p = vk,q . This
is not a conflict, even if k does not map x+

p to vk,q , since both j and k will produce
the correct label, but this event plays an important role in equilibrium selection, as
will be discussed presently.

First case In the first case above, if j is the speaker and k is the hearer and they are
presented with x+

p , then j will produce the correct label, but k will generate a mis-
classification because it cannot distinguish positive point x+

p from negative point x−q in
this case. If the roles were reversed and they were given input x−q to classify, learner j
would produce a mis-classification and k would not.

Without loss of generality, if we assume the former situation, then k will alter its
encoding of x+

p to bring it closer to the encoding provided by j. This will create a
violation of condition 5, because k will now have the same encoding for positive point
x+
p and negative point x−q . This violation will eventually be resolved by k when it takes

the role of speaker and has to classify these two points.
In general, violations of condition 4 are detected and corrected by agents when they

are in the role of hearer, and violations of conditions 5 and 6 are detected and corrected



by agents when they are in the role of speaker. The combined effect of learning in both
roles is to arrive eventually at a state in which none of the conditions are violated.

Now consider the case where j’s internal representation, vj , is less complex than
k’s internal representation, vk, which means |vj | < |vk|. Further, suppose that vj and
vk are inconsistent with each other. This means that for some pair of points x+

p and x−q ,
vj,p = vk,q (or vice-versa). Also, since vj is less complex than vk, there is a higher
probability that vj,p is the encoding assigned to more than one input point by j, than
the probability that vk,q is assigned to more than one input point by k. In this case,
if j is the speaker and k is the hearer, there is a higher probability of a conflict being
detected by the hearer than if the roles are reversed. This implies that higher complexity
encodings will change more rapidly during learning than lower-complexity encodings.
In other words, lower-complexity encodings are more stable.

In this sense, lower-complexity encodings are preferred in the classification game.
This is not the only pressure towards selecting low-complexity equilibria however. A
second one corresponds to the second situation above, and is described below.

Second case Now consider the case where vj and vk are consistent with each other, but
are not identical. In particular, suppose that the two learners assign the same encoding
to two different points in the same class, i.e. vj,p = vk,q , where xp and xq are both
positive (say), but vk,p 6= vk,q , i.e. k assigns different encodings to xp and xq .

If they are presented with xp, the speaker, j, will not make a classification error, and
thus will not update its internal representation. The hearer, k, will not make a classifica-
tion error either. However, since vk,p 6= vk,q , k will change its internal representation of
xp to bring it closer to its internal representation of xq . This means that the complexity
of vk will get reduced, since it will end up assigning the same encoding to both xp and
xq .

Thus, even if the population is at a state that satisfies the three conditions for equi-
librium, the learners will still change their internal representations in a manner that
simplifies them. It is possible that this process will introduce violations of conditions
5 or 6, which will then have to be corrected by the agents when they have the role of
speaker.

Note that the two cases described do not proceed one after the other in an orderly
manner. Rather, they are happening simultaneously as the agents play the classification
game. The net result is that the agents converge upon a state of low-complexity. Indeed,
since we are always updating the hidden layer for the hearer in each interaction, any
equilibrium in which the internal representations of the population are not aligned is
unstable, since the hearer will update its internal representation even if it does not make
a classification error.

We now present another experiment to show that the classification game can result in
significant learning even in a case where vanilla neural networks fail to learn altogether.

7 Experiments

To show the dynamics of the complexity of the solution during learning, we present the
following experiment. We extend the xor task to 3 bits (i.e. 3 bit odd-parity), and extend



the inputs with 9 irrelevant bits. Thus each input example has 12 bits, and the output is
determined by the xor of the first three bits. We refer to this as the 12-input-first-3-xor
task. The total number of possible input examples is 212 = 4096. Of these, we construct
a training set by randomly selecting 50 examples. The testing set consists of all 4096
possible examples.

We train a population of ten neural networks on this task. They are each given 10
hidden layer nodes, though only 3 are needed to solve the task. Additionally, to follow
the paradigm of the analysis section, we let the networks train individually for the first
2 million time steps, after which we “turn on” the interaction. The resulting error curves
and entropy curve are shown in figure 5.
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Fig. 5. Learning and entropy curves on the 12-input-first-3-xor task.

We see that in the initial phase of individual learning, the training error and test-
ing error3 both drop immediately (figure 5(a)). This corresponds to an increase in the
complexity of the solution as shown by the initial rise in the entropy curve in figure
5(b). The training error drops to about 0.08 and stabilizes there, and the corresponding
testing error stabilizes at 0.25. There hearer errors remain around 0.5 during this time,
which shows that the learners are discovering different solutions at this stage. When we
turn on interaction at time step 2 million, there is an immediate drop in the complexity
of the solutions, matched by a similarly sharp drop in the hearer errors. The training
error then goes to zero, and the testing error drops to 0.2. This result shows how a lower
complexity solution is discovered through interaction, and that this lower complexity
solution leads to better generalization.

For a more ”real-world” test, we trained a population of 10 neural networks, using
the classification game, on a gender discrimination task. The dataset we used is the
Stanford Medical Students database [18].

The database contains four hundred images of faces, of which two hundred are
male and two hundred female. Twenty images from each class were randomly chosen

3 Note that the testing error is just plotted for comparison. This information is not available to
the learners themselves.



Fig. 6. Samples from the Stanford medical students database. The learning task is to classify each
face correctly by gender.

to make up the training set, and the remaining three hundred and sixty were put into
the testing set. Figure 6 shows some of these images. We reduced the images to size 32
× 32. The neural networks thus had 1024 inputs. We set each neural network to have
50 hidden layer nodes, and, to force them to extract “good” features, we made them
reconstruct the image at the output of the neural network, in addition to classifying it.
Thus they had 1025 outputs, of which the first one was treated as the classification. Note
that we are giving raw pixel data to the neural networks, without any preprocessing.
This representation is much more difficult to learn from than, e.g., using the principal
components or eigenfaces [19, 20], because the raw values don’t correct for differences
in background lighting, position of the face, etc. Even though the images are taken
to minimize differences in orientation, size, etc., it is still significantly difficult to use
the pixel data directly. In fact, when we try to use a standard neural network (i.e. the
no communication case), it is completely unable to improve classification performance
through learning: the error always remains around 50%.

To compare with a standard complexity regularization approach, we also imple-
mented weight decay [21], where at each update a weight is also decremented by a
fraction d, so that weights tend to go to zero unless reinforced by backpropagation. In
this case also, the neural network was not able to learn, and the error remained around
50%.

When the agents were trained using the classification game we got significant im-
provement, as shown by the learning curves in figure 7. The figure shows five learning
curves: two are for the training set and two are for the testing set. The speaker error is
simply the average number of misclassifications by the population on the training (or
testing) set. To calculate the hearer error, we put each agent in the role of the hearer
and choose a speaker randomly from the population. The hearer then has to classify all
the points using encodings provided by this random speaker. Averaging all the hearer
errors gives the hearer learning curve (over time). The fifth learning curve is for neu-
ral network training (without interaction) with weight decay. As mentioned above, this
fifth learning curve shows no improvement; the error remains at 0.5 even if we extend



training for several more time steps than shown in the figure. Figure 7(b) shows the
complexity of the solutions found.

As figure 7(a) shows, the agents were unable to converge on a shared representa-
tion (the hearer error remains high), at least in the time for which we ran the experi-
ment. Further, there is some evidence of overfitting, as the speaker error on the testing
set increases slightly after dropping initially. Despite these issues, we believe that it
is impressive that the classification game enables the neural networks to significantly
improve performance in a situation where individual neural networks fail to learn.
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Fig. 7. Learning and entropy curves on the gender classification task

8 Conclusion

We have shown that a population of learners can implicitly perform complexity reg-
ularization by interacting with each other during learning. We have characterized the
equilibria of this game, and discussed why low-complexity equilibria tend to be se-
lected by the dynamic induced by the classification game learning algorithm. We have
also shown that the classification game results in better performance than plain neural
networks trained with error backpropagation, with or without weight decay.

The rate of convergence of the classification game, though we have not discussed it
here, tends to be quite slow. This is not unexpected, since it is hard to compute Nash
equilibria. However, we have some evidence that learning can be speeded up by altering
the topology of interaction of the learners [22], by making it scale-free, for example, or
dynamic, where the topology updates according to noisy preferential attachment [23].
Detailed exploration of the role of the interaction topology from a game-theoretic view-
point remains to be done, and the tradeoff with respect to how well the Nash equilibrium
is approximated in each case is also an important question that needs to be worked out.

In general, we believe that there may be many other cases of important computa-
tions that can be performed implicitly through interaction by a population of agents.
Designing multi-agent learning algorithms that can achieve these results represents, in



our view, an interesting and potentially very useful twist on mechanism design in game
theory.
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