
  

Learnability vs. Functionality

We can think of languages occupying a “complexity line”, with complexity 
increasing to the right. Simpler languages can be learned more quickly, and 
thus spread quickly in a population. However, more complex languages are 
more functional since they have higher information-carrying capacity. A 
learning agent will quickly discard languages that are not complex enough 
for the task at hand. Ideally we would like to evolve languages that are “just 
right” - simple, but not too simple. The crucial question now is, how do we 
relate the complexity of the language to the complexity of the task?

We relate language to task by treating the 
hypothesis class used by the learner as an 
information channel. Learning can now be 
thought of as a communication process where 
the learner is developing a channel code to 
communicate the class (label) for each input. The 
channel capacity is the VC dimension of the 
hypothesis class. If the task cannot be solved by 
using a single hypothesis, the learner has to use
multiple hypotheses. This is equivalent to reducing the bit rate to transfer 
information over the channel. The figure shows the XOR task being solved 
using two hyperplanes. The hyperplanes assign an encoding to the points, 
which is decoded as follows: 11    1, 01     0, 10    0.

Relating Languages and Tasks

The Classification Game

Abstract
We show that language evolution involves the interplay of two opposing 
forces. The dynamics of collective learning impose a preference for simple 
representations. The requirements of the task the agents are engaged in 
impose a pressure towards more complex representations. The push-pull 
of these two forces results in the emergence of a shared representation, 
i.e. a language, which is “simple but not too simple”. We introduce the 
classification game to study the emergence of these languages. Our 
agents use artificial neural networks to solve the task they are presented 
with, and a simple counting algorithm to learn a language as a form-
meaning mapping. We show that both compositional and holistic 
languages can emerge in our system. Further, when the agents use simple 
recurrent networks to solve temporal classification tasks, we see the 
emergence of a rudimentary grammar.
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Syntax for Free?

In the classification game, a population 
of agents is presented with a 
classification task in the form of a 
training set of labeled examples. At each 
step, we randomly choose a speaker 
and a hearer from the population. They 
are both presented with the same input 
vector. The speaker has to decide which 
hypotheses to use to classify this input. 
It then communicates this information to 
the hearer by converting the meanings 
(which hypotheses to use) into forms via 

1. No communication 2. Pre-specified form-meaning 
mapping

3. Learned form-meaning 
mapping

4. Form-meaning mappings learned in the experiment shown in fig. 3.

Figures 1, 2, and 3 show the results of three populations of 
agents learning to solve the XOR problem. In fig. 1, they do not 
communicate, and therefore the pull towards complexity 
dominates. They were given four hidden layer nodes and use 
them all to solve the task. In fig. 2, the agents were given a pre-
specified form-meaning mapping which mapped the first hidden 
layer node to the symbol A, the second to B, etc. They quickly 
converge upon a very simple solution that uses only two hidden 
layer nodes. In fig. 3, the agents learn the form-meaning 
mapping, and converge upon a holistic language that uses three 
of the four hidden layer nodes. Fig. 4 shows the learned form-
meaning mappings. Note that they are all different, even though 
the agents have converged upon a shared public language, and 
perfect performance on the task. The language is holistic due to 
chance, compositional languages can emerge in this setup also 
and have been observed in other simulation runs.

a form-meaning mapping. The hearer attempts to decode this utterance and use the appropriate 
hypotheses to label the input. The speaker and the hearer are then both given the expected label 
and can modify their hypotheses and languages. If we choose hyperplanes as our hypothesis class, 
this process can be done with neural networks, as illustrated in the figure.

Populations engaged in the classification game show 
some very interesting dynamics. The red curve in the 
figure shows “speaker error”, which is simply the average 
error of the population on the task, and the green curve 
shows “hearer error”, which is the average error of the 
population at decoding utterances to classify examples. 
The task here is to classify an input as “1” if there are 
three adjacent 1s in the input. We see that initially 
speaker error drops much faster than the hearer error. 
This means that agents are basically learning 
independently at this point. However, the process of 
trying to come to consensus actually involves unlearning, 
which is shown by the subsequent increase in speaker 
error, before the population finally converges on a 
shared representation and the lowest error.

1. A simple recurrent neural network, which is “unrolled in time” for 
training using the backpropagation through time algorithm.

2. The language learned on a “temporal-XOR” task.

In the experiments so far, we do not see any 
structures in the languages beyond basic 
compositionality. Utterance “AB”, for example, 
is interpreted the same way as “BA”. Now we 
use a simple recurrent neural network to train 
agents on a temporal task. The task is still the 
XOR task, but the inputs are now presented to the agents sequentially. They produce a 
label and an utterance after seeing both inputs. The utterance combines the symbols 
that would be generated at each time step. We see now that the learned language, 
shown in fig. 2, distinguishes between “AB” and “BA”, even though the corresponding 
inputs belong to the same class. This leads to the conjecture that it might be possible to 
get at least rudimentary syntax simply from the temporal nature of the task, without the 
presence of any syntactic processing in the agents.


