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Abstract— The deep layers of the superior colliculus (SC)
integrate information from multiple senses to initiate orienting
movements in vertebrate animals. A probabilistic model of the
SC based on an interpretation of the neuroscientific data has
been proposed by Anastasio et. al. [1]. By incorporating this
SC model, in the form of an artificial neural network, as the
decision mechanism for a system with two senses, hearing and
vision, we have constructed and tested a Self-Aiming Camera
(SAC). SAC senses and directs its lens toward the best “target”
currently in the environment at any moment. Experiments were
performed with SAC using several algorithms for combining
the multisensory data as a comparison against the SC model.
Generally, the SC model is superior in dealing with low amplitude
signals and at least equal to anyad hocmodel for the full range
of unimodal and bimodal targets.

I. I NTRODUCTION

In the brains of vertebrates, the deep layers of the superior
colliculus (SC) detect the targets of orienting movements, such
as head turns and eye saccades, by combining information
from a variety of senses [2]. The problem of combining or
fusing data from multiple sensors has been approached with a
wide range of assumptions about data sources and processing
objectives. A Bayesian approach was investigated by Sharma
et al [3] and by Blatt et al [4]. A Bayesian model of the SC has
been proposed by one of us [1], a decision-theoretic extension
of which can be found in [5].

We decided to endow the SC model with physical in-
put/output capability in the form of a ”head” having two
senses, video and audio, and a moveable eye, called the Self-
Aiming Camera (SAC). SAC’s head samples and processes
the input continuously using the SC model to integrate the
multisensory information, and then provides a command to
turn the eye (or head) to look at the resulting target. This
paper constitutes a description of the resulting system from
the engineering point of view, with only enough neuroscience
to understand the modelling issues. Our initial engineering
version of SAC consists of one stationary video camera, two
microphones in the horizontal plane, and a pan unit for rotation
of a second camera in azimuth to point to the selected target
(fig. 1).

The SC model is an artificial neural network. Some prepro-
cessing of the audio and video signals is performed, so that the
model SC receives inputs of roughly similar format to those

Fig. 1. Organization and Signal Flow in the Self-Aiming Camera

in the natural case. The output of the SC model translates
directly into target-direction information.

We first give a brief overview of the most interesting
properties of natural SC neurons, which are (1) multisensory
(multimodal) enhancement, and (2) inverse effectiveness. We
then move to the more central engineering aspects, dealing
first with preprocessing of the audio and video inputs, and
then with the artificial neural network algorithms. Finally,
experimental results are presented and discussed.

II. M ODELLING THE SUPERIORCOLLICULUS

The SC neurons are organized in a two-dimensional layer,
which constitutes a topographic map of the external world. It
receives a mapped array of inputs from each major sensory
system [2]. In this study, we will limit the discussion to two
senses, auditory (A) and visual (V). These are the only two
senses presently in use in SAC.

The SC neurons which respond to two-mode (or, more
generally, three-mode) inputs do so in a characteristic manner,
described below. Suppose an audible stimulusA and a visible
stimulusV, are presented at the same azimuthθ. If either A or
V is large (fig. 2 optimal) and produces a large output when



Fig. 2. Data from neural recordings showing Multisensory Enhancement
(MSE) and Inverse Effectiveness. V and A are proportional to the responses
of the same deep SC neuron when the visual or the auditory stimulus is
presented alone. VA is the response when V and A are presented together.
The output due to multisensory (VA) input produces greater percentage MSE
when the inputs are minimal (inverse effectiveness). From [2].

presented alone, then presentation of a stimulus of the other
mode has little effect on the output. If, however, eitherA or V
is very small, just above ambient noise (fig. 2 minimal), then
the addition of a small input of the other modality results in
a very large percentage increase, as much as 1200%, in the
output. This phenomenon is calledmultisensory enhancement
(MSE). MSE in percent is defined as

MSE = (BM − UMmax) ∗ 100/UMmax, whereBM is
the bimodal response andUMmax is the maximum of the
unimodal responses.

When either theA or V input is at intermediate amplitude
(fig. 2 sub-optimal), the addition of a stimulus of the other
mode causes an intermediate increase in the output. The phe-
nomenon by which small stimuli produce large enhancement
and large stimuli cause small enhancement is termedinverse
effectiveness. It is this combination of mapping, multisensory
enhancement and inverse effectiveness that we wanted to
capture in our model SC that forms the heart of the self-aiming
camera.

A Bayesian Model:
The Bayesian model is based on the hypothesis that an

SC neuron with receptive field centered atθ computes (or
estimates) the probability of a target located at the position
θ. This model is optimal, given accurate target priors and
likelihoods, and also produces the phenomena of MSE and
inverse effectiveness.

For a single SC neuron driven by one modality, say the
visual signal,V (θ) = V , the unimodal Bayesian model would
compute the probability of targetT at that azimuth angle as

P (T |V ) = P (V |T )P (T )/P (V ) (1)

Extending this to two modalities, visual and auditory (V,A),
the bimodal Bayes rule for the joint posterior probability
becomes

P (T |V,A) = P (V,A|T )P (T )/P (V,A) (2)

If we assume conditional independence between the visual
and auditory stimuli given the target, then we can write

P (V,A|T ) = P (V |T )P (A|T ) (3)

Also on the assumption of conditional independence, the
unconditional joint probability ofV and A, P (V,A), can be
computed using the principle of total probability by

P (V,A) = P (V |T )P (A|T )P (T ) + P (V |T )P (A|T )P (T )
(4)

whereT stands for no-target.
We can use Bayes’ rule (eqn. 1) to simulate the bimodal

responses of deep SC neurons. We then evaluate (1) by apply-
ing values from probability distributions of sensory inputs and
targets. We first define the prior target probability arbitrarily
asP (T ) = 0.1 andP (T ) = 0.9. We next define the likelihood
distributions of the inputs,V andA when the target is present
or absent(P (V |T ), P (A|T ), P (V |T ), P (A|T )). We model
the likelihoods using Poisson distributions but the Bayesian
formulation is valid for any likelihood distribution.

To simplify the comparison between unimodal and bimodal
responses, we observe the case in which normalized magni-
tudes ofv anda are equal when evaluating the bimodal case.
The results are qualitatively similar whenv anda are unequal
but increase together.

As shown in fig. 3, the Bayesian model simulates multi-
sensory enhancement when a reasonable distribution function
is used, in this case a Poisson distribution. To see this, note
that the SC neuron output for unimodal input (circle-marked
line) rises more slowly than the response for bimodal input
(plain solid line). At intermediate values of the input, the
ratio of the bimodal output to unimodal output is greater than
unity resulting in ”enhancement”. For example, at the input
marked in fig. 3, the target likelihood for eitherV or A alone
(unimodal) = 0.12, whereas for (V,A) jointly (bimodal), the
response is 0.32, resulting in

MSE = (BM − UM)/UM = (0.32 − 0.12)/0.12 =
1.67 or 167%.

Further examination of fig. 3 reveals that at large inputs, say
0.6 or greater, MSE falls to small values, e.g. (0.95-0.9)/0.9
= 105% at around input=0.7. Thus, inverse effectiveness
(decreasing MSE as the input grows large) is a natural outcome
of the Bayesian model. Both of the salient properties observed
for the deep layer SC neurons (MSE and inverse effectiveness)
are reproduced by the Bayesian model, which is based on the
concept that the SC is computing the probability of a target
present.

The Bayesian model is perhaps the most satisfying one
in our arsenal of models, useable for selecting targets in



Fig. 3. Simulating the Responses of an SC Neuron Model to Bimodal
and Unimodal Input. For intermediate values of input amplitude (as shown),
bimodal response> unimodal response, which implies MSE.

the self-aiming camera, in the sense of its unification of the
neurophysical data. But it may not be the easiest to utilize in
practice, since we have to collect data for the various priors
and input likelihood distributions in the equations. For that
reason, as well as merely for comparison, we will define and
use other models in testing SAC which, although suffering in
not having a philosophical basis, are easier to calculate.

III. E NGINEERING ASPECTS OF THE

SELF-A IMING CAMERA

Now we turn to the more practical engineering design
concepts of SAC. For the deep SC model we choose to embed
in SAC, it is always assumed that the external world for
each modality (sense) is presented as a map. A sensory map,
for current engineering purposes, is simply a one-dimensional
vector of amplitudes of the relative (single-sense) input, spread
across azimuth only. Specifically, we ignore elevation for
the current version. The sensing device’s output must be
preprocessed to form the map. The aligned maps for each
sensory mode are then combined by the SC model. The core
area of signal flow in SAC is shown in fig. 4.

A. Calculating the Visual Map

The visual input is obtained from a standard B/W Sony
video camera which produces standard VGA resolution
(640x480). Successive frames separated by about 0.5 seconds
are captured. Call a pair of theseFR(t) and FR(t + ∆).
First, intensity differences over the images are reduced us-
ing the image-brightness-constancy equation [6]. Next, the
amount of motion in the time interval∆ is estimated for
all positions in the picture. Finally the position of maximum
motion is calculated and the azimuthal coordinate is retained.
The resolution is reduced to about 1 in 27, or 3 degrees per
position, which we consider adequate for the task. The result
is (V (θi)), i = 1, ...27.

Fig. 4. Flow of Map-Aligned Data Through SC Model.

B. Calculating the Audio Map

The audio input is obtained from two off-the-shelf dynamic
omnidirectional microphones. The amplified mic signals are
sampled at 40K samples per second, which is determined by
the temporal resolution needed. The mics are spaced 14 inches
apart, a compromise between spatial resolution and the size
constraints of the “head”. The objective of the preprocessing is
to provide a one-dimensional vector representing the relative
amplitude of sound sources in the frontal field across the range
of azimuthal angles, about -40 to +40 degrees. The azimuthal
resolution was reduced to 3 degrees to match the video. SAC
is designed to operate within moderately echoic as well as
anechoic rooms or outdoors and with any type of signal having
some amplitude variability (i.e. not standing waves). In the
current version, the response of the system is designed to
depend only on signal amplitudes, not their semantic types,
as the natural SC by itself is also believed to operate1.

The audio map is calculated by locating regions of high
energy in the signal, and cross-correlating the left and right
channel in these regions. The technique is based on work by
Shahwan [7], and by Henderson [8]. We generate the required
audio spatial map by repeating this over a set of window sizes,
to overcome a problem associated with handling a wide range
of signal types. The window length for cross-correlation must
be quite narrow to obtain high accuracy for impulsive signals,
but wide to deal with either complicated or low frequency
signals such as music or speech from deep-voiced males. To
handle a variety of audio inputs, we use a set of 4 different
length convolution windows for each onset point, and then use
a weighted combination of the results to form the map.

IV. EXPERIMENTS AND RESULTS

In this section, we consider several SC neuron models se-
lected to provide a range of contrast between various possible
ways of combining audio and video inputs. Seven models have

1Higher life forms clearly have voluntary control to remain fixated on a
target in spite of large amplitude distractions. We are ignoring such higher
order aspects of behavior here.



been designed to compare various aspects of the SC believed
to be important in target detection. These aspects are the use of
multisensory input, multisensory response enhancement, and
inverse effectiveness. Most of the models, except the Bayesian
model, do not require training. To allow a fair comparison
between the various models, all models were presented with
exactly the same data. The data were recorded using the SAC
camera and microphones and replayed during each experiment.
The models, along with some relevant properties, are listed
below:

1. Audio model: This is a unimodal model. It simply copies
the input from the auditory map to the output of the model.

2. Video model: This is also a unimodal model, relying on
video instead of audio.

3. Max model: The simplest of the bimodal models, it
outputs the maximum of the two modality maps at each
azimuthal location. Notice that this exhibits no multisensory
enhancement.

4. Linear model: This model outputs the sum of the two
modalities. It does exhibit multisensory enhancement, since
the sum of the modalities is larger than any single modality,
unless the input for one of the modalities is zero.

5. Threshold model: This is a modification of the Linear
model designed to limit sensitivity to noise. This is achieved
by using a certain threshold for both modalities below which
the input is ignored. The Threshold model goes one step
further by lowering these thresholds if significant levels of
both modalities have been detected in the input, interpreting
the bimodal coincidence as stronger evidence of an interesting
target. This feature gives the Threshold model some limited
inverse effectiveness just above threshold values if different
thresholds are used for the two modalities.

6. Sigmoid model: The output is calculated by passing a
weighted sum of the two modalities through a sigmoid func-
tion. A bias value can also be added to attain the desired effect.
The Sigmoid model shows both multisensory enhancement and
inverse effectiveness.

7. Bayesian model: This model corresponds exactly to the
model developed in [1], and described in section 2. The
Bayesian model has multisensory enhancement and a form of
inverse effectiveness similar to the Sigmoid model. However,
this model requires knowledge of the priors and the likelihood
distributions of the sensory inputs. The likelihood distributions
required by the Bayesian model were taken from the same data
with which the Bayesian model was tested. Also, for the target
prior probability, we assume that a target is always present
and its location is random, such that this probability becomes
P (T ) = 1/(number of possible target locations). The
granularity of the discretization used to measure the likelihood
distributions can make a significant difference in performance.
Also, the likelihood distributions can fluctuate significantly
from source to source and from location to location. These
two factors make the Bayesian model expensive to implement
(in terms of time). Using separate “train” and “test” data
sets significantly reduces the performance of the Bayesian
model. However the model is optimal, given accurate priors

Fig. 5. False Alarm Performance with Ambient Noise.

and likelihoods.
The experiments were designed around two questions.

When a target is presented, is it detected by the model? How
frequently does the model predict the existence of a target at a
location where there is no target? The first question addresses
the hit rate of the model, while the second question seeks the
false alarm rate. The false alarm question can be divided into
two cases. In one case, no target is present and the model is
expected not to interpret any of the ambient noise from the
environment as a target. In the other case, a target is present in
a noisy environment and the model is expected not to prefer
any noise over the actual target.

The experiments were conducted on recordings of a human
speaking at a normal voice level (A) and with normal head
movements (V), and a human clapping his hands (A and V).
The results are summarized figs. 5, 6 and 7.

V. D ISCUSSION

From the results on the false alarm experiments with ambi-
ent noise only (fig. 5), it can be deduced that the video input
contains more noise than the audio input, which is probably
largely hardware related. Also, not all bimodal models perform
better than the unimodal models. Both the Max and Linear
models performed below the level of the Video model. This
shows that neither bimodal input nor multisensory enhance-
ment on its own reduces sensitivity to ambient noise. The
Sigmoid model performs significantly better, at a level that is
about the same as the Audio model. Both the Threshold and
Bayesian models perform perfectly. The fact that the Threshold
model performs perfectly is not surprising, since it is designed
to be insensitive to ambient noise. It shows that the addition
of a threshold to the Linear model can significantly reduce
the number of responses when no target is present. Similar
reasoning applies to the Sigmoid model, since the sigmoid
function is relatively insensitive to small input values.



Fig. 6. False Alarm Performance with Target Present.

Fig. 7. Hit Rate with Sample Based Target Finder.

The results on the false alarm experiments with a target
present (fig. 6) tell a different story. Here the Video model
outperforms the Audio model. Despite the fact that there is
less ambient noise in the audio signal, there is more spatial
noise (imprecise localization) in the audio. This confirms the
intuitive expectation that it is harder to localize a target using
audio alone than using video alone. The audio source is
harder to localize primarily due to lower spatial resolution
(determined by sampling frequencies), and ambiguities in
sound localization due to echoes and reverberation. The Max
model performs somewhere in between the Video and Audio
models. However, all other bimodal models outperform both
the Video and Audio models. Since all bimodal models except
the Max model use multisensory enhancement, this supports
the assertion that multisensory enhancement significantly aids

in the discrimination of a target from background noise. The
Bayesian model performs best and the Linear, Threshold and
Sigmoid models perform about equally.

The results of the hit rate experiment (fig. 7) are similar to
the results of the false alarm with target present experiment.
Again, the Video model performs much better than the Audio
model. The performance of the Max model lies about halfway
between the Video and Audio models. All bimodal models
that use multisensory enhancement have outperformed the uni-
modal models. Here the performance of the Linear, Threshold
and Sigmoid models is about the same. The Bayesian model
performs slightly better.

The Bayesian model performs best if its likelihood distribu-
tions are calculated with carefully chosen parameters (mainly
the granularity of discretization). If good estimates of the
likelihood distributions are not available or target detection
needs to be performed in a changing environment, both the
Sigmoid and Threshold models provide a good approximation
to the performance of the Bayesian model without the need
for ongoing probability estimates.

In general, models with multisensory enhancement are able
to discriminate a target better from surrounding noise than
models which do not use multisensory enhancement. The ex-
periments clearly show that if multiple modalities can be used
to detect a target, multisensory enhancement will significantly
improve performance. All of the bimodal models which use
multisensory enhancement perform better than the unimodal
models. Thus, the use of bimodal input with multisensory
enhancement has not degraded target detection performance in
our experiments, despite the fact that one modality (i.e. audio)
is not very well localized. Multisensory enhancement can be
used in this way to compensate for the weaknesses of single
modalities. However, in order to be able to deal effectively
with false alarms when no particular target is present, the
model either needs to be insensitive to very low intensity
stimuli as in the Sigmoid model, or needs to use thresholds
to block low intensity stimuli, as in the Threshold model.
The specific sensitivity or choice of threshold is application
specific. In certain situations where missing the target is costly,
a higher false alarm rate may be tolerable. In any case, both
models can be adapted easily to the particular situation by
parameter adjustment. As long as the likelihood distributions
for a target do not significantly overlap with the distribution
for noise, the Bayesian model will be insensitive to ambient
noise.

VI. CONCLUSION

Examination of experimental measurements on multisensory
neurons of the superior colliculus (SC) in mammals shows that
they prefer targets that have combined-mode sensory signals
when both signals are small. With higher amplitude signals, the
importance of joint sensory signals decreases and the target is
decided, in the limit for large signals, by the largest amplitude
modality alone.

We interpreted the action of an SC neuron as computing the
probability of a target being present at its location (projected



position in the field of view) by Bayes’ rule. The Bayesian
model can account for the behavior of real multisensory SC
neurons as they respond to unimodal and bimodal targets over
a range of signal amplitudes.

In real applications, a robotic head-like system, using the
Bayesian model to fuse the multisensory inputs, would be
expected to locate targets in its field with optimal accuracy.
The actual device we have constructed and tested incorporates
the Bayesian model or one of several simpler approximations
to the Bayesian model. It performs very well at responding
to unimodal and multimodal inputs consisting of hand claps,
finger snaps, and speech, especially when accompanied by the
visual motion involved in producing the clap, or the lip or head
movement associated with real human speech production.

A more complete description of the system is available from
the authors. A brief video demonstration of SAC operation can
be viewed at ftp://sundrop.cs.uiuc.edu/pub/sacvideo.html
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