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Abstract

We describe the use of synthetic information for doing prescriptive and predic-
tive analytics. We discuss in detail how synthetic information is created by combin-
ing data from multiple sources, and then describe its role in an an ongoing disaster
resilience study where we simulate the aftermath of a hypothetical nuclear detona-
tion in Washington DC.
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1 Introduction

Policy-making, by its nature, requires reasoning about counterfactual or what-if scenar-
ios. In disaster planning, for instance, policy-makers have to come up with plans for
evacuation, search and rescue, relief efforts, and rehabilitation. It is often the case that
the data on which these plans are based come from similar disasters in other locations,
and from prospective surveys where people are asked what they would do in certain
circumstances.

Policy-makers, therefore, have to attempt to translate these data from related sources
to their context of interest by asking what-if questions. For example, what if a hurricane
of the magnitude of hurricane Sandy struck Washington DC? What if it caused a flood?
What if it made the cell phone network inoperative? What if it caused thousands of
people to be displaced from their homes?

In order to answer these questions, they might, for example, look to data from the
aftermath of prior hurricanes in other cities, like Sandy, Katrina, and Irene. However,

1



the structure of Washington DC is different in its physical layout, demographics, infras-
tructure, and available resources. To understand what would happen in Washington
DC in a similar disaster, deep knowledge of the interactions between human behavior,
infrastructure, and the disaster conditions is required. If we simply extract patterns from
the past data and expect the same things to happen in the new scenario, we will likely
be incorrect (Haas, Maglio, Selinger, & Tan, 2011).

The situation is even more extreme when we consider disasters that have never
taken place in the US, such as the detonation of a (relatively) small nuclear device
at ground level. In this case, there are data available from nuclear tests that can be
extrapolated and combined with data on the built environment to perform calculations of
the physical impact of the event. However, disaster planning requires much more than
that; it requires an understanding of the human response, and its interaction with and
dependence upon the infrastructural and technological environment. Data analytics
and careful, detailed, model-building can help to answer these questions, but these
analytics need to be deep predictive analytics that can support what-if reasoning. This
kind of analytics has been termed prescriptive analytics (Robinson, Levis, & Bennett,
2010).

In this chapter we describe our approach to prescriptive analytics, which is based
on generating synthetic information, and then performing large-scale simulations using
this synthetic information.

A synthetic information system in our context comprises of synthetic individuals, in-
frastructure elements and networks as well as behavioral representations of the agents
and the infrastructure. We call it a synthetic information system since: (i) such informa-
tion is synthesized from diverse sources of information that is often available at various
levels of aggregation, (ii) individuals comprising the populations are not real but based
on aggregate data and constructed to be statistically indistinguishable from the real
population. Both these aspects are important. Furthermore, it is important that indi-
vidual and collective behaviors are an integral part of the synthetic information. This is
procedural data and is an important component when developing dynamic models.

Our approach, thus, is to build a very detailed, synthetic representation of the pop-
ulation and infrastructure of the region of interest, including procedural descriptions of
behavior and infrastructure operation. This information can then be used to conduct
simulations of multiple scenarios, interventions, and policies, which in turn can support
policy-making.

The rest of this chapter is organized as follows. First we give a detailed account of
how synthetic population and infrastructure models are constructed. Then we describe
the application of these methods to the simulation of the aftermath of the detonation of
an improvised nuclear device in Washington DC. We show how this kind of analytics
can be used to prescribe a response strategy that focuses on rapid restoration of the
communication infrastructure, which in turn could help to save lives by channeling nat-
ural human instincts (to seek information, to seek family members, to help others, etc.)
in beneficial directions.

This is work that has been developed and carried out over a number of years by
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many people at the Network Dynamics and Simulation Science Laboratory and their
collaborators. This overview chapter owes a debt of gratitude to all their contributions.

2 Synthetic Information

Realistic simulation models depend closely on data. Obtaining such data, however, is
often infeasible. The cost of collecting the data may be very high or the time to collect
the data renders this option unrealistic. In many cases the data may simply not exist,
or, if it does exist, may not be available due to privacy concerns.

Synthetic information is a term used for data that is generated from multiple unstruc-
tured data sources to adequately capture, construct and represent this type of data.
Here the term data may mean traditional data, but can also include procedural data,
that is, an algorithmic representation of a system component. Synthetic information
can be generated in several ways with examples including sampling-based statistical
methods and general modeling. A natural goal in the construction process is that the
synthetic data captures the actual data to the extent needed to answer the analysis
questions at hand. For this, design goals may be that properties of the synthetic data
match those of the actual data. For example, one may want to ensure that the statis-
tical distributions of the synthetic data matches those of the sample data used in the
construction.

Synthetic information is often needed for highly detailed, individual-based simulation
models of, for example, socio-technical systems, see (Eubank et al., 2004; Barrett et al.,
2011; Parikh et al., 2013). These are systems capturing both human traits & behaviors,
infrastructures and their interplay. Synthetic information used for these models may
therefore encompass:

• A population for some given region with attributes such as age, income and
household structure.

• A collection of technological devices such as cell phones. Each device would
typically be assigned to one or more individuals.

• A collection of activity sequences for people or devices.

• A set of activity locations where individuals of the population perform their activ-
ities. Examples include work locations, schools and universities, retail locations
or religious venues.

• A transportation network capturing one or more modes of travel for individuals or
devices.

With this synthetic information, a model can be used to describe where and at what
times individuals conduct their activities, how they travel from one activity location to
the next and so on. This in turn may be used to infer social contacts which are relevant
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for the study of epidemics (Eubank et al., 2004). One may also induce motion of cell
phones via device ownership assignments. Combined with device usage information
and locations of base stations (both may represent synthetic information!), this allows
one to estimate, for example, areas where dropped calls are likely to occur (Beckman
et al., 2013).

A point of these examples is to illustrate the versatility of individual-based models
combined with synthetic information. This approach opens the door to performing a
broad class of analyses that often go way beyond the intended initial purpose of the
model.

Each component above (e.g., population, locations) becomes a coordinate system
for attaching and assembling information to the various parts of the system one is
trying to represent and analyze. In this manner, one can integrate a broad collection
of non-uniform sources of data in a precise way to obtain a structure for capturing
these systems. The resulting representation becomes a formally precise framework
amenable to analysis, prediction and reasoning.

Typically, the class of systems considered consists of multiple, interacting compo-
nents. For example, in a socially coupled system, an individual will sometimes act as
a worker and at other times act as a driver. In other words, each individual is gener-
ally represented in multiple contexts or networks. In terms of representation, one may
choose to encode all these aspects and behaviors with each indvidual to create encap-
sulated agents (Bonabeau, 2002; Macal & North, 2005). However, this class of rep-
resentations is often associated with scaling problems in the corresponding simulation
models. In a disaggregated representation with unencapsulated agents one instead
represents the various system components (work; transportation) in sub-systems that
are essentially orthogonal, at least for small time durations (Parikh et al., 2013). The
global dynamics of the entire system can then be constructed though composition of
the dynamics of the individual sub-systems. Such a disaggregated representation leads
to highly scalable system representations that can flexibly answer a host of questions
related to prediction, effects of policies, validation and construction of counter-factuals.

The question of validation is natural in this context. How does one validate synthetic
information? How does one faithfully represent the real data? It is clear that validation
in the broadest sense is generally impossible. One will have to validate such data with
respect to its intended use and the given context. For synthetic information there are
also multiple dimensions to this problem. For example, fidelity captures the number of
features of the actual data that are represented in the synthetic information (e.g. age,
income). Resolution, on the other hand, is the granularity for each features. In the con-
text of prediction, one may also include accuracy which is the ability for the associated
model to determine the “real value”, while precision captures the level of variability in
model predictions. In many cases, such as those of unlikely events or disasters where
there is no data to validate against, sensitivity analysis and uncertainty quantification
will naturally be employed to assess parameter sensitivities and the possible ranges of
outcomes. Here, there would be no time series or other data to validate against, for
example.
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In the following sections we consider particular types of synthetic data relevant to
modeling and analysis of socio-technical systems.

2.1 Synthetic Populations

Synthetic populations represent a particular class of synthetic information that is central
in the analysis and representation of socially coupled system. Here we will describe
a generic or baseline synthetic population. Such a generic population can later be
augmented with additional data as dictated by the needs for the particular application
domains considered. Attaching activity sequences to each individual and assigning
these to a set of activity locations allows one to infer mobility and contact patterns of
individuals as well as other properties.

A synthetic population is a set of individuals representing the actual population of
some geographic region up to some specified level of granularity. A synthetic indi-
vidual will have associated attributes which may include age, income, gender, marital
status and a residence location. The population can be constructed in many ways,
but often one will integrate census data, demographic information, housing & house-
hold information, activity surveys and other available free and commercial information
sources for the given region. It is desirable that the synthetic population matches the
actual population to the extent possible. For example, we have statistical methods to
construct synthetic populations based on iterative proportional fitting (Beckman, Bag-
gerly, & McKay, 1996; Wheaton et al., 2009), and this is done in such a manner that
marginals of the synthetic population match the corresponding marginals of the real
population as measured by available survey and sample information. Sometimes, the
geographic region considered consists of sub-regions (counties, municipalities and so
on). In this case, it is often desirable to have the synthetic population reflect this spatial
resolution and to construct a synthetic population for each region.

To construct a generic population with geo-located activities one will typically have to
address the following steps, some of which may be optional depending on the intended
use.

• Generation of a base population with core demographic attributes;

• Assignment of individuals to households;

• Construction of residence locations;

• Assignment of households to residence locations;

• Assignment of activity sequences to synthetic individuals;

• Construction of activity locations with coordinates (geo-locations);

• Assignment of a geo-located activity location to each activity for every synthetic
individual;
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In the last step, one may have to perform sub-location modeling for those activity lo-
cations that are large or where disjoint/multiple activities may take place. An example
of such an activity location is a school which can host both work and school activities.
Here the school activity is also split into classrooms. Other examples include malls and
office buildings. The sub-location modeling is basically an assignment of one or more
mixing models to be used within a given location.

The resulting synthetic data allows one to construct a time-indexed map from the
set of synthetic individuals to the set of activity and residence locations, possibly incor-
porating sub-locations. Through this map, one can infer, for example, the social contact
network which forms a basic component in epidemiological studies. This is illustrated
in Figure 1.
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Figure 1: Left: a bipartite person-location graph where edges represent the locations
visited by people. Note that two people may interact in more than one location over
the course of a day, e.g., P1 and P4 meet at locations L2 and L4. Right: the induced
person-person social contact network. There is an edge between any two people who
are at the same location for an overlapping time during the day. If they meet at more
than one location, the contact times are added.

2.2 Synthetic Infrastructure

In the study of socio-technical systems one also needs representations of the infras-
tructure networks involved. Here we will give a general outline for some examples of
infrastructures, the data involved in constructing the corresponding synthetic informa-
tion as well as how they interact with the synthetic populations. Our main examples will
be from transportation and communication. In Section 3 we will put this into context
when we consider a case study involving human behavior and interaction with infras-
tructures in the case of a small nuclear detonation in a large urban area (Barrett et al.,
2013; Chandan et al., 2013; Parikh et al., 2013; Lewis et al., 2013).

Transportation systems. Transportation is an essential component of many socio-
technical systems and governs how individuals, devices and commodities are moved
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with time. The discussion here will focus on individuals and the setting is that of the
immediate time after a small nuclear detonation in a large urban area where individuals
attempt to reconstitute their families, seek medical health or shelter.

To model detailed individual-based travel, one needs a representation of the trans-
portation network to accommodate the relevant travel modes. In our particular example,
we included travel by automobile (a), metro (m), bus (b) and walking (w). Our synthetic
transportation network was constructed from NAVTEQ road data in combination with
bus and metro data obtained from WMATA. These three disjoint networks were joined
by links for walking. In addition, bi-directional walking links were inserted along every
automobile link – a plausible assumption for the scenario being modeled. For each
link there is a lane count and base delay giving the time it takes to traverse the given
link when it is empty. In the scenario, parts of the transportation infrastructure was
damaged as a result of the nuclear explosion. For the synthetic transportation network,
links were assigned a damage percentage based on a threshold model using estimates
of ground level displacement and debris present at the link. This damage percentage,
in turn, was used to construct an increased delay for the link traversal or to remove
the link altogether if it was sufficiently damaged. The process to create this synthetic
base transportation network is illustrated in Figure 2; three of the networks are shown
in Figure 3.

NetworkNavteq
(street data)

WMATA
(metro/bus data)

+

Walk links

Damage
Delay

computation

NFA

Router
(Constrained Dijkstra’s algorithm)

Location/route
database

Route

dynamic loading

Trip request(
source

destination
travel mode

)

Figure 2: Left: the steps and data sources used for the construction of the synthetic
base transportation network. Right: the procedural information used for route construc-
tion.

The goal of the transportation model is to construct a route with travel times for
each link for every traveler based on their current location and desired destination. The
model has the following features:

• Shortest path construction using a mode-based regular expression constrained
version of Dijkstra’s algorithm. A set of non-deterministic finite automta (NFAs)
specifies the constraints.
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Figure 3: Left: a portion of the automobile network with damaged links indicated in red.
Right: The metro network (red links) and bus network (white links).

• Group travel: individuals can travel as a unit following the route of a designated
group leader.

• Dynamic network loading: link delays are adjusted based on the number of auto-
mobiles and travelers currently on the link.

• Follow-the leader behavior: links with a higher density of pedestrians are slightly
biased when selecting links in the route determination.

• Adjustments for ambient automobile traffic to compensate for external travelers
not accounted for in the synthetic population.

These model features may be regarded as synthetic procedural information. The com-
bination of the synthetic transportation network and the synthetic procedural informa-
tion constitute the synthetic information for transportation in this model, see the right
side of Figure 2. A more detailed description of this transportation model can be found
in (Adiga, Mortveit, & Wu, 2013).

3 Case Study: A Hypothetical Nuclear Detonation in
Washington DC

3.1 Scenario description

The scenario is that a 10kT improvised nuclear device (IND) is detonated at ground
level on the corner of 16th and K Streets in Washington DC, which is just behind the
White House. On the scale of nuclear bombs, this is considered a low-yield device,
but it is equivalent to 10,000 tons of TNT. Immediate loss of life and physical damage
is expected to be massive. The blast effects, thermal fluence, and radiation effects
have been modeled in great detail, taking into account the built infrastructure of the
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region. These aspects have been studied for over 60 years1. However, as discussed
earlier, it is important to consider the human response to a disaster, and its interaction
with infrastructure and technology, in order to create effective plans and policies. Our
effort is to build a model of a behaving human population in this context, using syn-
thetic information methodology. Some policy aspects, such as the benefits of shelter-
in-place have been studied more recently (Buddemeier, Valentine, Millage, & Brandt,
2011; Wein, Choi, & Denuit, 2010), but these have focused more narrowly on those
policies as opposed to developing a general model of human behavioral response and
feedback through infrastructural interaction.

For our study, the region that we consider is shown in Figure 4. We refer to it as
the detailed study area (DSA). The fallout cloud is expected to move largely eastward
and east-by-northeastward, as shown by the funnel shape extending to the right in
Figure 4. Ground zero is at the center of the circular region from which the fallout cloud
emanates.

Fallout cloud
Ground zero

Figure 4: The detailed study area (DSA). The boundary is defined by the 0.01 Gy fallout
contour at 60 minutes joined with the thermal radiation contour at 2.1 cal/cm2 bounded
by the boundary of the counties neighboring the District of Columbia.

A key contribution of the work described here is to illustrate the relevance of detailed
social and individual behavior, even in such a physically dominated event. We proceed
by describing the Washington DC synthetic population we constructed, and the infras-
tructures we modeled, and then present results of computational experiments with this
synthetic information.

3.2 Study Design using Synthetic Information

We constructed a synthetic population for the Washington DC Metro Area, which in-
cludes the District of Columbia and surrounding counties. It is necessary to include
surrounding counties because daily activities can take DC residents out of the DSA

1http://nuclearsecrecy.com/blog/2011/12/30/friday-image-bullseye-on-washington-1953/
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and can bring in residents of the surrounding counties into the DSA. We refer to this
population as the base or resident population.

We augmented this population with a transient population, corresponding to tourists
and business travelers, and a population of college students living in dormitories on
university campuses in the area. For these populations also, daily activities can result
in movement in or out of the area. Figure 5 shows the temporal distribution of resident
and tourist populations within the 1 psi ring. This area is approximately the same as the
circular region around ground zero shown in Figure 4. This is the region where most
of the casualties occur. Details of the synthetic population for the Washington DC re-
gion, including transient populations, are also described in (Parikh, Shirole, & Swarup,
2012). All the datasets that have gone into constructing these synthetic populations
are summarized in Table 1.
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Figure 5: Left: the number of residents of the Washington DC Metro Area who are
inside the 1 psi ring over the course of the day. The 1 psi ring is about the same as
the circular region around ground zero shown in Figure 4. Right: the number of tourists
who are in the 1 psi ring over the course of the day.

Having a detailed, temporally resolved synthetic population allows us to identify
exactly who will be in the affected area when the detonation occurs, as well as important
secondary information such as where they live, where their household members are,
and so on.

3.3 Other Infrastructure Models

In addition to the population, we model four infrastructural systems: transportation,
communication, power, and health. The transportation model has been described in
detail in Section 2.2 as an example of synthetic infrastructure modeling. The latter
three are described briefly below.

Communication. The communication infrastructure model has a representation of
cell tower locations and capacities, based on data from multiple sources, as shown in
Table 1 (on the right). Each cell tower is assigned a region corresponding to its cell
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in a Voronoi decomposition, with a specified coverage range. Cell tower batteries are
expected to last for one hour after the detonation, if they are in the power outage area.
It is assumed, based on available data about the physical effects of the detonation,
that cell towers within 0.6 miles of ground zero will be destroyed entirely and coverage
here will not be restored for the duration of the simulation. Within the annular region
between 0.6 miles and 1 mile from ground zero, coverage can be partially restored
by bringing in Cells-on-Wheels (CoWs). This is one of the scenarios we simulate in
Section 3.

We also model higher priority for 911 calls, higher clearing rate for text messages
(since they are sent in the control channel), and the ability to broadcast emergency
messages to all devices within range of any particular cell tower. The effect of emer-
gency broadcasts advising people to shelter in place is another parameter that will be
varied in the simulations in Section 3.

More details about the communication infrastructure model and related simulations
can be found in (Chandan et al., 2013).

Table 1: Data sets used in synthetic population (left) and synthetic infrastructure (right)
generation.

Synth. pop. Data sources
Base US Amer. Community Survey,
population TIGER/Line shapefiles,

Nat. Center for Education Stat.,
Nat. Household Travel Survey,
Navteq,
Dun & Bradstreet

Transient pop. Destination DC,
(additional) Smithsonian visit counts
Dorm students CityTownInfo,
(additional) DC public access -

online Data Catalog

Infrastructure Data sources
Transportation Navteq,

WMATA
Communication TowerMaps,

Sprint & AT&T API,
CDC TUS

Power Pepco, DC govt,
Google Earth,
PSSE (Siemens)

Healthcare Dun & Bradstreet,
National Registry
of Hospitals

Power. There is complete power outage in the area around ground zero, and partial
power outage farther away. The damage to the power network is not expected to be
repairable in the short term. In fact, one of the policy recommendations to emerge from
this work is that the government should consider creating a stockpile of power system
components that could be used to bring up the power network rapidly should large-
scale damage occur. Our power system model, therefore, is static in that power outage
is specified as part of the initial conditions of the simulation, and is not updated over
the course of the simulations.

Health. The health model represents locations and capacities of hospitals in the region.
We also model the arrival and placement of mobile health-care units that can provide
triage and limited health services. Individual health is represented on a scale from 0
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(death) to 7 (perfect health). Health states 4 and below correspond to moderate injuries
and worse. Health states of individuals change due to exposure to radiation, injuries
sustained in the blast, and injuries that happen as the agents move over the damaged
landscape. Deteriorating health can affect a person’s ability to move, as well as option
choices (whether to seek family members or seek health-care, e.g.). More details of
the health model can be found in (Parikh et al., 2013; Lewis et al., 2013).

3.4 Modeling Human Behavior

To model behavior at the individual level, we adopt a formalism based on decentralized
semi-Markov decision processes (e.g., Goldman & Zilberstein, 2008) and the notion of
options (Sutton, Precup, & Singh, 1999). In this representation, an agent’s policy (the
mapping from states to actions) is specified in terms of low-level actions and high-level
options (behaviors). We treat the options as short programs specifying how actions
are chosen, including conditions for starting and stopping the execution of each option.
There are only two types of actions available: move (a destination has to be specified),
and call (a callee has to be specified). There are six options available: household
reconstitution, evacuation, shelter-seeking, healthcare-seeking, panic, and aid & assist.
These are described briefly in Table 2.

The types of options are chosen based on the literature on human behavior in dis-
asters. For example, people try to find their family members and evacuate as a group.
These and other such characteristic behaviors are described, along with the design
of each option, in (Parikh et al., 2013). Agents make decisions about which option to
pursue based on various factors, such as their health state, their knowledge of their
family members’ well-being, whether they are able to successfully make phone calls,
whether they have received any emergency broadcasts, the availability of shelter at
their current location, and so on. All these factors are summarized into a decision tree
for option selection. See (Parikh et al., 2013) for details.

Table 2: Behavioral options.

Behavior High-level description
Household reconstitution Call, move towards household members
Evacuation Move outside region
Shelter-seeking Shelter in place or move towards shelter
Healthcare-seeking Call 911, move towards hospital
Panic Call 911, run outdoors, move towards hospital
Aid & Assist Transport hurt individuals to hospital
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3.5 Simulations and Results

Simulations are run in iterations, where each iteration corresponds to a segment of
time. Each of the first six iterations correspond to ten minute intervals, and the remain-
ing iterations correspond to 30 minute intervals. This is because physical conditions,
e.g., radiation levels, change rapidly within the first hour, necessitating the use of a
smaller time-scale for that period in the simulation.

Each iteration begins with an update of the physical conditions, such as radiation
levels, fallout, etc.

Following that, the behavior module picks an option and action for each agent. Since
the model is a semi-Markov process, the option may continue on from the previous
iteration. The action may be to try to move to a particular destination, call particular
people and/or 911, or to do nothing (e.g., when sheltering in place).

The communication module runs next and, for each call action, determines whether
that call is successful or not. It also decides who (if anyone) will receive an emergency
broadcast.

The transportation module runs after that and updates the location for each agent
that is trying to move and is capable of moving. In any particular iteration, an agent
may only make partial progress towards its destination.

Finally the health module runs and updates the health state of each agent depend-
ing on their exposure, activities, access to healthcare, etc.

Details of the computational architecture can be found in (Barrett et al., 2013).

Table 3: A four cell experiment design.

Cell 1: Cell 2:
No communication restoration Partial communication restoration
Pr(shelter|EBR) = 0.1 Pr(shelter|EBR) = 0.1
Cell 3: Cell 4:
No communication restoration Partial communication restoration
Pr(shelter|EBR) = 0.9 Pr(shelter|EBR) = 0.9

We present results from a four-cell experiment design, as shown in Table 3. Two
conditions are varied in this design. The first is the level of cell-phone coverage. In
the base case, there is no restoration of communication capability in regions where cell
phone towers have gone down. In the intervention case, communication is partially re-
stored within a few hours by bringing in Cells-on-Wheels near the one mile ring around
ground zero.

Along the other dimension, we vary the probability that people will actually seek
shelter upon being advised to do so via emergency broadcasts. Since it is unknown
what people might actually do in such a situation, we try two extreme values for this
probability: 0.1 and 0.9.
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We do five independent runs for each cell. Outcomes are compared across cells in
Figure 6. We calculate the average number dead over time in each cell, and show the
differences between cells.

0 20 40 60 80 100
Iteration

-1000

-800

-600

-400

-200

0

200

Di
ffe

re
nc

e 
in

 n
um

be
r d

ea
d

Cell 2 - Cell 1
Cell 3 - Cell 1
Cell 4 - Cell 3
Cell 4 - Cell 2

0 20 40 60 80 100
Iteration

-60000

-40000

-20000

0

20000

40000

60000

80000

100000

120000

D
iff

er
en

ce
 (C

el
l 4

 - 
C

el
l 3

)

Household reconstitution
Evacuation
Shelter-seeking
Healthcare-seeking
Panic
Aid & Assist

Figure 6: Left: the difference between cells 4 and 3 in the cumulative number of deaths
over time, averaged over five independent runs in each cell. Right: the difference
between cells 4 and 3 in the number of people engaged in each behavior over time.

One of the surprising outcomes here is that there is no statistically significant differ-
ence between cells 1 and 3 in terms of the number dead. We see in Figure 6 on the left
that the difference between cells 1 and 3 tends to hover around zero. This implies that
unless communications are restored, at least partially, emergency broadcasts won’t
reach those who could actually benefit by them.

The biggest difference is between cells 4 and 3 (and between cells 4 and 1, by
extension, though this is not shown in Figure 6 to avoid clutter). The results show that
it is possible to save about 1000 lives over two days in this scenario. The comparison
of behaviors in Figure 6 shows that this difference arises because a large number of
people take shelter early, which also means that there are smaller numbers of people
panicking and moving around trying to find their family members. This results in a
reduction in exposure to radiation and in the risk of injury, which results in lives saved.

Spatial variation in outcomes. Figure 7 shows how outcomes vary by initial location.
We plot the fraction of people at each initial location who survive with minor injuries
or better (healthstate > 4) at the end of two days (iteration 100 of the simulations).
Figure 7 shows the results for a run from cell 1. We see that within about 0.6 miles,
there is essentially zero probability of surviving in good health, but even in this region,
and definitely just outside this region, there is a lot of spatial variability. Broadly, the
southern side is better off than the northern side, and nearby regions (e.g., to the
northwest of ground zero) can have very different probabilities of people surviving in
good health.

Note that these outcomes cannot be attributed to the initial location alone, since
people move around and engage in different behaviors over the course of the simu-
lation, but the emergent patterns in Figure 7 clearly suggest that this sort of spatial
analysis can be used to guide rescue efforts.
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Figure 7: The probability of surviving with healthstate > 4 (minor injuries or better) to 48
hours after the detonation, as a function of initial location.

The benefit of emergency broadcasts. Figure 8 shows the benefit of reaching people
early with emergency broadcasts. In these two figures, we show the proportion of
people engaged in each behavior at each iteration. The population considered here is
the set of people who start within one mile of ground zero. In the figure on the left, we
consider the subset that never receives an emergency broadcast, and in the figure on
the right, we consider the subset that receives an emergency broadcast within the first
four hours.

Comparing the two figures, we see that there are significant differences in the be-
havior patterns. Panic falls sooner in the figure on the right, and a greater proportion of
people take up other behaviors, including household reconstitution and shelter-seeking.
Importantly, some of the people who get emergency broadcasts also later take up the
aid & assist behavior. Even this small number can have a positive impact on lives
saved (Parikh et al., 2013).

Ultimately, a far greater proportion die in the subset that never receives an emer-
gency broadcast. In the figure on the right, in contrast, we see that not only do a smaller
proportion die, but that a much larger proportion are able leave the DSA over time.

The benefits of timely emergency broadcasts can be quantified in other ways, for
example by measuring the amount of exposure suffered by people who get the emer-
gency broadcasts at different times after the detonation. For these and other analyses,
see (Chandan et al., 2013).
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Figure 8: Left: the people who start within one mile of ground zero and who never
receive an emergency broadcast, grouped into proportions based on their behaviors at
each iteration over the first 16 hours. Right: the people who start within 1 mile of ground
zero and who receive an emergency broadcast within the first four hours, grouped in
the same way. Note the much larger proportion of deaths in the left figure.

4 Implications for Policy

This work has multiple policy implications. The overarching point is that synthetic
information-based modeling can be effective for prescriptive analytics and policy-making
because it supports carrying out various what-if experiments, as shown by the com-
munication restoration scenario and the effects of emergency broadcasts in the case
study. As a tool for policy informatics, how it is used matters. Some scenarios, such
as the IND scenario discussed, are studied for long-term planning. Others, such as an
epidemic outbreak, require day-to-day decision-making. Synthetic information-based
tools can also be used for those scenarios because we have implemented them on
highly-parallel high-performance computing infrastructures in order to enable a rapid
turn around time from simulations. This enables the tool to become embedded in the
cognitive loop of the tool-users, thereby augmenting their decision-making capabilities
with rigorous models (Barrett, Eubank, Marathe, Marathe, & Swarup, to appear).

Particular policy implications for the IND scenario that have emerged so far from our
work are:

1. the importance of creating and maintaining a stockpile of spare parts for the power
network, as mentioned in Section 3.3,

2. the importance of rapidly restoring communication capability,

3. the importance of sending emergency broadcasts advising people to shelter in
place, and

4. the importance of taking into account spatial variability of the effects of the explo-
sion in planning response.
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For a discussion of other, broader, implications of this work, see (Barrett et al., 2013).

The importance of risk assessment of critical infrastructures has long been real-
ized (e.g., Tolone & Armstrong, 2011). These infrastructures have a huge impact on
outcomes during a crisis, but the infrastructures themselves may be vulnerable. Fur-
ther, they change over time, as a consequence of both planned (e.g., upgrades) and
unplanned events (e.g., breakdowns). Modeling and simulation tools offer a way of
assessing how changes in infrastructure will affect crisis outcomes.

Further, it is difficult to study any one infrastructure in isolation, since interdepen-
dencies between them, as well as human behavior, can create cascading effects. For
example, disruptions in transportation can create traffic jams, which then create com-
munication network overloads as too many calls are sent to the same base station.
It is thus important to be able to combine information about multiple infrastructures
and about population movements and behaviors in order to be able to obtain reliable
forecasts. This is a particular strength of the synthetic information-based methodol-
ogy. Government institutions are already promoting information sharing and collabo-
ration (e.g., Morentz, 2008), but our methodology goes beyond that in enabling deep
predictive analytics through simulation.

Shmueli and Koppius (2011) discuss six different roles for predictive analytics in sci-
entific research: “new theory generation, measurement development, comparison of
competing theories, improvement of existing models, relevance assessment, and as-
sessment of the predictability of empirical phenomena”. In addition to these, prescrip-
tive analytics, we aver, has the following roles: counter-factual reasoning, intervention
design and evaluation, decision-support and policy generation.

To support these multiple roles, the role of scalability cannot be overstated. It is
essential to be able to conduct simulations on urban, regional, and national scales, in
reasonable amounts of time. Further, a statistical experiment often requires conducting
many replicates of the same simulation, with varying parameters. High-performance
computing-based implementations are very important for such scenarios. However,
synthetic information-based methods achieve scalability at a deeper level by eschewing
the standard object-oriented methodology of simulation design (e.g., Court et al., 2004).
The notion of unencapsulated agency, as discussed in Section 2 enables a reduced
memory footprint, fewer method calls, and a database driven, parallelizable design,
each of which help to drive scalability.

In a world that is becoming increasingly urban and networked, it is essential to
develop the analytics tools that will help us manage the immense amounts of data
being generated, and will help us to use these data to improve human lives and the
human condition (Nathan, Friedman, & Hendry, 2009). It is important to enable and
ensure the participation of the population who will be affected by policy, in the policy-
making process (Davis, 2008). This is an important direction of research for synthetic
information methods, and for prescriptive analytics in general.
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