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Abstract

This paper considers a variety of social, demographic, spatial and structural features of the
households to determine factors that are influential in predicting the adoption of rooftop solar
panels in rural regions of Virginia. A novel feature of this work is that it synthesizes anonymized
data from different sources to make it usable under one common architecture and to provide
a geospatial context. Three different sets of models are used which add features in a modular
manner. Results show that the demographics and neighborhood level features influence the
likelihood of adoption but the social network based features do not.

1 Introduction

Adding an extra mile of grid lines can cost up to US $350,000 [10]. Solar energy, on the other hand,
is a cost-effective and clean way of delivering energy to residents in developing countries and in
remote rural regions where adequate electrical infrastructure may be lacking. Developing countries
have been capitalizing on solar power not only as a source of energy, but also as a means to improve
sustainability. According to Bloomberg New Energy Finance, solar energy accounted for 19% of all
new generating capacity in developing economies. China installed 40GW, i.e., 40%, of the world’s
new solar in 2016, while Brazil, Chile, Jordan, Mexico, and Pakistan all at least doubled their solar
capacity in 2016 [5].

Although solar research and marketing efforts have been focused mainly in urban regions, rural
areas offer higher potential for solar photovoltaic (PV) growth. Solar requires open space and
access to sunlight which is more abundant in rural and remote regions. Low population density
and sparse locations of houses in remote rural areas make it economically infeasible to build an
efficient electrical distribution network; hence a distributed renewable energy source is an ideal
solution.

Additionally, in rural regions, the increased use of high-tech equipments, precision agriculture,
and mechanization of many farming operations require increasing amounts of energy usage, which
the farmers must obtain at affordable prices to keep agricultural production costs under control.
As solar is becoming popular worldwide, the price of PV is going down due to economies of scale,
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cost reductions in PV manufacturing, and increased competition among retailers. There has been
a twenty-fold increase in solar capacity since 2010 among rural cooperatives in the US [6].

This research aims to understand factors that contribute to the adoption of solar PV by rural
households, especially in the US state of Virginia (VA). Our model creates a spatially explicit
and highly resolved synthetic representation of individuals and their households’ attributes. Each
synthetic household is statistically similar to a real household but is not identical to any particular
household in the population. We use a diverse set of datasets to build a comprehensive list of
features that are likely to influence a household’s decision to adopt solar PVs.

This includes information about each household’s demographics, its structural characteristics
such as the floor area, residence type, acreage, etc., spatial attributes such as its geolocation,
number of PV adopters in the neighborhood within a certain distance, and social network features
such as the number of links with coworkers who are adopters. A separate model is built to impute
hourly load profiles of each household based on householders’ energy usage activities and their
durations [8, 9].

We obtain PV adopter data from a rural electric cooperative in Virginia and use it to build
the prediction model. This model is validated by measuring its performance on in-sample and
out-of-sample data of the rural electric cooperative in Virginia.

2 Datasets

Solar Adoption Data: Through the National Rural Electric Cooperative Association, we ob-
tained data for the year 2017, on 23,000 households, located across 51 zip codes in the Shenandoah
Valley Electric Cooperative (SVEC). Of these, 221 households have adopted rooftop solar panels
in the last 10 years. This data set contains the following information: (i) service location of the
household; (ii) zip code of the household; (iii) solar panel installation date; (iv) solar KW capacity
of the system installed; (v) county/city of the household.

Synthetic Population of Virginia: We have built an activity-based population model for the
state of Virginia by integrating over several public and commercial datasets such as the American
Community Survey, business survey data from Dun and BradStreet, American Time Use survey,
National Household Transportation survey, and transportation networks from HERE. The popula-
tion synthesis process preserves the confidentiality of the individuals in the original data sets, yet
produces realistic attributes, demographics, and activity patterns for synthetic individuals.

The process constructs a representation of the set P of individuals, the activities done by
individuals and households, the locations where these are done, and the movement patterns of
people during the day—this results in a collocation-based, dynamic, temporal contact network
G = (P,E). This social contact network provides detailed information on each person’s contacts
and their locations throughout the day. See [1–4] for details of this process. In addition energy
usage activities are assigned to individuals in the household to estimate hourly energy load profiles
of the household. For more details on load generation methodology, see [7–9].

To identify rural households, we use the US Census Bureau’s urban and rural classification
mechanism. According to the US Census: (i) Urban Areas (UAs) have 50,000 or more people;
(ii) Urban Clusters (UCs) have at least 2,500 and less than 50,000 people; and (iii) Rural areas
encompass all the population, housing, and territory not included within an urban area or urban
cluster.
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Residential Energy Consumption Survey (RECS): RECS data provides energy usage esti-
mates and energy related characteristics, for a nationally representative sample of 5,686 households
in the US. This data is collected by the Energy Information Administration (EIA) of the Depart-
ment of Energy (DOE) every few years1. This study uses a number of structural characteristics
from the RECS 2015 data that are pertinent to estimating a household’s energy usage. These
include floor area, fuel equipment, number of bathrooms, residence type etc. This data is used to
assign structural characteristics to the synthetic households.

Peer Effects: We generate several features that can be used to measure the peer influence in PV
adoption decision. These include spatial features such as the number of adopters within a 1 mile, 2
mile, 3 mile, and 4 mile radius of the house; and social network-based features such as the number
of connections with people at locations outside home (such as work, school, shopping center), who
are adopters.

3 Methodology

In order to build a model of adoption we construct a dataset of all households in the SVEC region
that is endowed with a complete feature set. The data obtained from NRECA provides informa-
tion on the date of adoption and the street addresses of the households. We begin by mapping
geolocations of adopters to the synthetic households in order to determine which households are
the adopters and when they adopted. This data is then combined with the synthetic data on de-
mographics, and RECS data which provides structural features of the house. The date of adoption
is used to build neighborhood-based peer effects since it identifies when the neighbors adopted. It
is also used to calculate the social network-based peer effects. More information on how this larger
dataset is constructed is given below.

3.1 Mapping solar adoption data to synthetic households in VA

To map the SVEC data onto the VA synthetic population, we first created a dataset from the VA
synthetic population comprising of 51 zip codes present in the SVEC data. This results in over
138,000 synthetic households. Next we mapped the locations of the 221 SVEC households to the
geo-locations of the matching synthetic households as follows.

For each household in the SVEC dataset, we calculated the distance between each synthetic
household and the SVEC household using the great circle distance and selected the nearest 5
synthetic households. The great-circle distance or orthodromic distance is the shortest distance
between two points on the earth’s surface. Once the 5 nearest households were selected, one of
those 5 synthetic households locations was randomly selected and mapped to the SEC household.
This approach was used to map each household in the SVEC data to the synthetic household.

3.2 Adding structural features to synthetic households

We use RECS data to overlay structural features to synthetic households. For this we use a recursive
feature elimination technique that applies a random forest model to determine the urban/rural class
labels. The features that were identified as important for this classification were residence type (i.e.,
mobile home/single-family attached home/single family detached home etc.) and household income.

1https://www.eia.gov/consumption/residential/
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To match RECS households with synthetic households, a classification tree of RECS households
was created which branched by urban/rural type, then by residence type and then by household
income. Similar bins were created for the synthetic households. For each synthetic household, a
random RECS household was drawn from the matching bin. Once matched, the structural features
of the RECS household were assigned to the synthetic household. For more details on the household
matching process, see [9].

3.3 Constructing peer effects

3.3.1 Neighborhood-based peer effects

The neighborhood features were constructed by counting the numbers of solar adopters within a
1 mile, 2 mile, 3 mile and 4 mile radius of non-adopters. To build these features we used data on
the adopters present in the SVEC dataset. However, some adopters had to be dropped because
of missing data on other features. In the final data set we had a total of 146 adopters for whom
all the features could be constructed. The adoptions occurred over a period of 49 months i.e.,
from May 2012 and June 2017, and over 140 unique adoption dates. Each of the unique dates was
considered as a data point and the peer influence was calculated based on the number of adopters
in the neighborhood of 1-4 miles. Distances up to 4 miles for the neighborhood were considered
because houses in rural areas can be very sparsely distributed.

At each unique adoption date, peer influence of all non adopters in the appropriate neighborhood
is updated. However, if the adopter falls outside 1-4 mile radius distance of non adopters, then
their peer influence remains the same. Also if a new adopter comes in the neighborhood, it does not
have any peer effect on the existing adopters since they have already adopted. The neighborhood
features are dynamic and update at every adoption date for each of the 138,044 household in the
SVEC region. This results in a total of ≈ 19 million data points. We use 10% of this data to train
the model.

3.3.2 Social network-based peer effects

The social network-based peer effect features were constructed by counting the number of other
solar adopters a household is connected to in a social contact network. To construct these features
we first generated an activity-based social contact network file. A bi-directional edge exists only
if a person is collocated with other people at work, school, shopping or “other” activity locations.
Further, we extracted the households covered under the SVEC region and marked the households
who had already adopted.

The peer effects were then generated at each unique adoption date for each household for each
activity location. For example, the number of contacts a household (adult family members only)
has with other households who are adopters at work location. A total of 4 social network-based
features were generated, one each for work, school, shop and other. These features are also dynamic
and update at every adoption date for each of the households in the dataset.

3.4 Generalized Linear Model

We use a generalized linear model (GLM) with a logit link function to estimate the binary response
variable. GLMs extend ordinary regression models to encompass non-normal response distributions
and modeling function of the mean. The response, solar adoption, is the binary random component.
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We use y to denote the solar adoption, where y = 1 denotes that the household is an adopter, and
y = 0 denotes the household is not an adopter. Let E(Y = 1) = P (Y = 1) = π; then the link
function is log

(
π

1−π
)
, and π is the mean of the Bernoulli random variable Y .

3.4.1 Predictors Used in Model Estimation

The predictors used in the GLM include the following demographic and structural characteristics
of the household: household income, family size, education level of the survey respondent, daily
electricity consumption, total value of the house, number of bathrooms, number of bedrooms,
acreage of the house, rural or urban region, built year, number of car storage, square footage of
the house, pool present or not, type of climate region the house is in, type of fuel used to heat the
house etc.

Additionally the following peer effect predictors are used: adopters within a 1 mile, 2 mile, 3
mile, and 4 mile radius of the house. Number of household social contacts (adult members only)
with other adopters at work, school, shop and “other” activity locations.

3.4.2 Three Models with Different Predictors

We built three models with three different sets of predictors. The first model uses demographics
and structural features as predictors. The second model adds neighborhood-based peer features
to the Model 1 predictor set. The third model adds social network-based features to Model 2
predictor set. The goal is to determine if the additional predictors, i.e., neighborhood and social
network-based features improve the prediction of solar panel adopters.

3.4.3 Model Evaluation

We use two methods to evaluate our models. The first one is in-sample error. We compare the
fitted response with the observed response. Typically, we set ŷ = 1 if the probability is greater
than or equal to 0.5 (P ≥ 0.5) and 0 otherwise. However, the fitted probabilities are all less than
0.5, since the proportion of adopters (y = 1) is very small. Hence, we lower the threshold to a value
equal to the nth1 -highest fitted probability, where n1 is the number of y = 1.

The second is the out-of-sample error. Here the dataset is split into 5 equal groups randomly.
Then 4 of them are used as the training set and the hold-out group as the test set. This is repeated
5 times so each distinct group can be tested. The misclassification error is the average error across
all 5 test sets. This out-of-sample error is closer to the true prediction error.

4 Results

The results of Model 1 estimation are shown in Table 1. This model includes all the predictors
except the neighborhood and social network features. Based on the p-value and 0.05 threshold,
we find house acreage, built year, number of bedrooms, household income, number of car storage,
total value of the house and family size to be significant in predicting the likelihood of an household
being an adopter.

Note that the p-value shown in the regression only shows the relative significance of a level
of categorical variable against its base value. To check whether or not a categorical variable is
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Estimate P-value
(Intercept) -77.87 0.9048

acreage of the house -0.12 0.0000
rural/urban region -8.34 0.8759

built year 0.06 0.0128
number of bathrooms -0.86 0.0000
number of bedrooms 0.13 0.0000

household income -0.28 0.0000
number of car storage 0.43 0.0000

square footage of the house -0.16 0.1878
pool/no-pool 0.36 0.0000

total value of the house -0.51 0.0000
family size 0.14 0.0000

daily electricity consumption 0.02 0.2259
climate region the house is in: Hot-Humid 33.80 0.9452

climate region the house is in: Mixed-Humid 32.42 0.9474
education level: 2 15.17 0.9592
education level: 3 16.02 0.9569
education level: 4 16.52 0.9555
education level: 5 0.94 0.9980

type of fuel used for heating: 2 31.95 0.9520
type of fuel used for heating: 3 17.82 0.9510
type of fuel used for heating: 4 16.92 0.9535
type of fuel used for heating: 5 19.25 0.9471

Table 1: Regression results of Model 1 that uses demographic and structural features of the house
as predictors. There are 3 multi-level categorical variables i.e. climate region, education level and
the type of fuel used for heating. For each, the first level is used as the base level.
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Variable P-value Significance
type of climate region the house is in <2.2e-16 X

education level of the survey respondent <2.2e-16 X
type of fuel used to heat the house <2.2e-16 X

Table 2: The Likelihood Ratio Test finds all of the categorical variables to be significant.

significant, we need to perform the Likelihood Ratio Test (LRT). The LRT statistic is defined as:

λ =
Likelihood (Reduced model)

Likelihood (Full model)
,

where the full model is the logistic model that includes all predictors, and the reduced model is the
logistic model that excludes the predictor variable we want to test. According to Wilks’ theorem
as the sample size approaches infinity, the test statistic −2log(λ) is asymptotically chi-squared
distributed. Based on the corresponding p-value, we determine the significance at 5% level. There
are three likelihood ratio tests shown in Table 2, one for each of the categorical variables. The
results show that all categorical variables are significant.

Next we consider only the significant features of Model 1 and reestimate it; the results are shown
all 3 models in Table 3. It shows that the probability for a household to be an adopter increases
with number of bedrooms, built year, number of car storage, and household size, but decreases
with acreage, income, and total value of the house.

For categorical features, the first level of a categorical feature is treated as the baseline, and the
coefficient of the first level is 0. For the climate region variable, the first level is Cold/Very Cold,
the coefficients of other two levels are higher than the first level, so households in the Hot-Humid
and Mixed-Humid are more likely to be adopters than those in Cold/Very Cold. However, the
p-values of the difference between other levels and first level are higher than 0.05, so the differences
are not significant.

For the education variable, the levels are 1, 2, 3, 4, and 5, which represent their degree from
low to high. It shows households with levels 2, 3, and 4 are more likely to be adopters than those
with levels 1 and 5. However, the differences are not significant because their p-values are less than
0.05. In addition, the education is the highest education level completed by the respondent, so this
feature might not be very meaningful.

For the heating fuel type, which is the main space heating fuel, levels 1, 2, 3, 4, and 5 represent
natural gas, propane (bottled gas), fuel oil, electricity, and wood respectively. It shows households
with levels 2, 3, 4 and 5 are more likely to be adopters than those with level 1. However, the
differences are not significant.

Note that even though LRT finds all of the categorical variables are important in the model
estimation, the regression results show that the difference in their levels are mostly not significant.
In general, the model results show that lower income and lower valued homes are more likely to be
adopters in rural areas.

Model 2 includes additional features on the neighborhood effects, i.e., numbers of adopters in
1-4 miles radius of the house. Model 3 further adds social network based predictors to the second
model.
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Model 1 Model 2 Model 3

Estimate P-value Estimate P-value Estimate P-value
(Intercept) -55.58 0.8959 -55.68 0.8950 -55.68 0.8950
acreage of the house -0.07 0.0021 -0.06 0.0115 -0.06 0.0115
built year 0.10 0.0000 0.11 0.0000 0.11 0.0000
number of bathrooms -0.56 0.0000 -0.57 0.0000 -0.57 0.0000
number of bedrooms 0.12 0.0000 0.13 0.0000 0.13 0.0000
household income -0.20 0.0001 -0.21 0.0000 -0.21 0.0000
pool/no-pool 0.33 0.0000 0.36 0.0000 0.36 0.0000
number of car storage 0.44 0.0000 0.44 0.0000 0.44 0.0000
total value of the house -0.62 0.0000 -0.64 0.0000 -0.64 0.0000
family size 0.12 0.0000 0.12 0.0000 0.12 0.0000
climate region: Hot-Humid 16.69 0.9571 16.58 0.9573 16.58 0.9573
climate region: Mixed-Humid 16.18 0.9584 16.09 0.9585 16.09 0.9585
education level: 2 15.01 0.9431 14.99 0.9428 14.99 0.9428
education level: 3 16.64 0.9369 16.68 0.9364 16.68 0.9364
education level: 4 17.31 0.9344 17.39 0.9337 17.39 0.9337
education level: 5 0.12 0.9996 0.13 0.9996 0.13 0.9996
type of fuel used: 2 16.30 0.9625 16.41 0.9620 16.41 0.9620
type of fuel used: 3 16.48 0.9340 16.57 0.9328 16.57 0.9328
type of fuel used: 4 16.26 0.9349 16.38 0.9335 16.38 0.9335
type of fuel used: 5 17.77 0.9288 17.94 0.9272 17.94 0.9272
Neighborhood Features
adopters within 1 mile radius 0.24 0.0000 0.24 0.0000
adopters within 2 mile radius -0.06 0.0124 -0.06 0.0125
adopters within 3 mile radius 0.05 0.0374 0.05 0.0368
adopters within 4 mile radius 0.09 0.0004 0.09 0.0004
Social Network Features
contacts w/adopters at work -15.66 0.9980
contacts w/adopters at shop -16.02 0.9972
contacts w/adopters at school -15.93 0.9970
contacts w/adopters at “other” -15.69 0.9967

Table 3: Coefficient estimates and their p-values are shown for Models 1, 2, and 3. Note that Model
1 in this table uses only the significant predictors identified earlier in the estimation. Model 2 adds
neighborhood based predictors to Model 1 and Model 3 adds social network based predictors to
Model 2.

8



Model Deviance
Model 1 26318.92
Model 2 26121.45
Model 3 26120.12

Table 4: Summary of deviances for the three models, used for model selection.

In-sample error Out-of-sample error
Model 1 0.003260 0.003031
Model 2 0.003301 0.003315
Model 3 0.003300 0.003314

Table 5: Summary of in-sample and out-of-sample misclassification error for all the models.

4.1 Model Comparison

To compare the performance of different models, we consider their deviance which measures the
lack of fit between the model and the data. The larger the deviance, the poorer is the fit to the
data. Table 4 shows the deviances for the three models. The deviance of Model 2 is lower than
that of Model 1, so the addition of neighborhood features improve the model fitting. However, the
deviances of Model 2 and Model 3 are almost the same which implies that the addition of social
network features do not improve the model fit.

4.2 Prediction

The prediction results show that since the proportion of adopters is very small in the dataset, all
models predict all the households to be non-adopters since this minimizes the misclassification error.
Note that instead of using the standard threshold when the predicted probability is 0.5 to split
adopters and non-adopters, we use the highest fitted probability of the adopters as the threshold.

The thresholds for models 1, 2, 3 are 0.01897, 0.01985, and 0.01985, respectively. This is because
all fitted probabilities are less than 0.5. As a result, a household will be predicted as an adopter
if its predicted probability is greater than or equal to the given threshold. Table 5 summarizes
the prediction performance of the three models. All three models provide a very high prediction
accuracy. However, the addition of more features does not improve the prediction.

There are only 14 adopters in the training set which consists of 10% of original data. The
full dataset includes a total of 146 adopters. Even though the overall misclassification error of all
models is very small, none of the models are able to predict any of the real adopters. This is a
common rare-event detection problem.

To overcome this issue, we create a new dataset where the ratio of adopters and non-adopter
households is 1:1. The number of adopters are increased by resampling from the adopter data. All
three models are re-estimated with this new dataset. We call this the weighted model. Table 6
shows the new estimates of the coefficients that are based on the new dataset that is weighted
evenly for adopters and non-adopters.

Table 7 shows the prediction results for the three weighted models. Although the prediction
accuracy of the models becomes significantly worse, the number of correctly predicted adopters
increase from 0 to 12 for in-sample data and 0 to 64 in the out of sample data. Since we are more
interested in predicting the adopters, this method helps increase the number of correctly predicted

9



Weighted Model 1 Weighted Model 2 Weighted Model 3

Estimate P-value Estimate P-value Estimate P-value

(Intercept) -55.72 0.3068 -55.49 0.3041 -55.49 0.3041

acreage of the house -0.17 0.0000 -0.14 0.0000 -0.14 0.0000
built year 0.23 0.0000 0.20 0.0000 0.20 0.0000
number of bathrooms -0.68 0.0000 -0.65 0.0000 -0.65 0.0000
number of bedrooms 0.17 0.0000 0.17 0.0000 0.17 0.0000
household income -0.30 0.0000 -0.21 0.0000 -0.21 0.0000
pool/no-pool 0.32 0.0000 0.34 0.0000 0.34 0.0000
number of car storage 0.58 0.0000 0.60 0.0000 0.60 0.0000
total value of the house -0.85 0.0000 -0.91 0.0000 -0.91 0.0000
household size 0.21 0.0000 0.21 0.0000 0.21 0.0000

climate region: Hot-Humid 16.96 0.6743 16.98 0.6703 16.98 0.6703
climate region: Mixed-Humid 17.49 0.6646 17.53 0.6603 17.53 0.6603

education level: 2 18.33 0.4979 18.34 0.4914 18.34 0.4914
education level: 3 19.08 0.4803 19.04 0.4750 19.04 0.4750
education level: 4 20.10 0.4572 19.54 0.4635 19.54 0.4635
education level: 5 1.22 0.9722 1.06 0.9755 1.06 0.9755

type of fuel used: 2 17.89 0.6874 17.80 0.6864 17.80 0.6864
type of fuel used: 3 19.51 0.4308 19.21 0.4384 19.21 0.4383
type of fuel used: 4 18.80 0.4478 18.58 0.4534 18.58 0.4533
type of fuel used: 5 20.30 0.4123 20.36 0.4113 20.36 0.4113

Neighborhood Features
adopters within 1 mile radius 0.37 0.0000 0.37 0.0000
adopters within 2 mile radius -0.11 0.0000 -0.11 0.0000
adopters within 3 mile radius -0.13 0.0000 -0.13 0.0000
adopters within 4 mile radius 0.16 0.0000 0.16 0.0000

Social Network Features
contacts w/adopters at work -17.86 0.9801
contacts w/adopters at shops -18.37 0.9727
contacts w/adopters at school -17.98 0.9677
contacts w/adopters at “other” -18.00 0.9675

Table 6: Coefficient estimates and their p-values are shown for weighted Models 1, 2, and 3. Note
that Model 1 includes the demographics and structural predictors. Model 2 adds neighborhood
based predictors to Model 1 and Model 3 adds social network based predictors to Model 2.
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In-sample error True adopters Out-of-sample error True adopters
Weighted Model 1 0.3388 12/14 0.3403 64/146
Weighted Model 2 0.3218 12/14 0.3186 65/146
Weighted Model 3 0.3218 12/14 0.3186 65/146

Model 1 0.003260 0/14 0.003518 0/146
Model 2 0.003301 0/14 0.001723 0/146
Model 3 0.003300 0/14 0.001723 0/146

Table 7: These results show the in-sample and out of sample misclassification error for all the three
models, for the original data and for the weighted data that is used to train the weighted models.

adopters but reduces the overall prediction accuracy of the models.

5 Discussion

This research focuses on building a model of solar adoption for rural Virginia by using a variety of
predictors derived from social, demographic and spatial attributes of the households. The results
show that the social network features do not improve the model fit, whereas the spatial locations of
the adopters, as captured by the neighborhood features, along with the demographics, do matter.
Among the demographics, a larger family size, a newer house, higher number of bedrooms, presence
of swimming pool, and a higher number of storage spaces for cars, all increase the likelihood for
solar adoption. However, larger family income, more acreage and house value reduce the likelihood
of adoption among the rural households.

Among the spatial features, adopters within a 1 to 4 mile radius of the household affect the
adoption probability. The highest impact is from adopters within a 1 mile radius who strongly
positively influence their non-adopter neighbors. Adopters within a 2 mile radius have a small
negative effect but if the “adopters within 1 mile” feature is removed, adopters within a 2 mile
radius become significantly positively influential. Adopters within 3 and 4 miles also positively
affect the likelihood of adoption (see Table 3).

The social network features, which measure the number of contacts a family has with adopters
at different locations, do not seem to improve the model fit. All social features are found to be
insignificant and the deviance of model 3 compared to model 2 further confirms that model 2 is the
best model. However none of these original models are able to predict the adopters. The weighted
Model 2 performs the best in terms of predicting adopters in both in-sample and out-of-sample
data.

Limitations: The model uses a synthetic representation of the households [1–4]; this representation
is statistically equivalent, but not exactly identical to the real households. This means that the
demographics of the house are only an approximate match of the real household. Unfortunately
data on the demographics of the rural adopters is not easily available. This is partly because
there are only a few adopters in rural regions and partly because the personal data is sensitive
and proprietary. In future work, we plan to conduct a survey of the rural regions to identify the
demographical features of the adopters.
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