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Abstract

Collaborative tagging has become a very popular feature on many websites, such as Flickr and Del.icio.us. Tag
collections are known to display strong regularities such as power-law distributions. The term “folksonomy” has
sprung up to describe the organization of information that emerges from collaborative tagging. There is increasing
debate, however, about the usefulness of this system. Despite its popularity with users, it is not clear yet what tagging
actually enables them to do. Here we propose viewing collaborative tagging within the framework of information
foraging. We present a model, called the Classification Game, where agents collaboratively solve a classification task.
It can be shown that the classification game results in the emergence of shared representations that are “simple, but not
too simple”. In other words, these emergent representations are just complex enough to solve the task at hand. Such
low complexity representations are known to have good generalization capability. This suggests that a folksonomy
may have the property of requiring only small changes to adapt to new information objects (new documents, pictures,
etc.), and thus is a potentially “good” taxonomy.

1 Introduction
Tags are free-form text strings that are attached to an information object, such as a webpage or an image. Many
websites now allow users to tag resources. Since all users can, in principle, tag all the resources, such systems are
called collaborative tagging systems. The resulting collection of tags has been termed a “folksonomy” (Vanderwal,
2005). For example del.icio.us1 allows users to tag webpages (bookmarks), flickr2 allows users to tag images, and
last.fm3 does the same with music. Collaborative tagging can be thought of as a kind of social information foraging
behavior where users modify their information environment in ways that (supposedly) enable them to better use it.
We explore this question here, and show that collaborative tagging can in fact enable better foraging, through a subtle
effect. Under this model, the set of collectively negotiated tags has good predictive power for labeling future objects.

Typical tag collections show very strong regularities (Golder & Huberman, 2006) which can be modeled by simple
stochastic processes (Cattuto et al., 2007). However, despite these regularities, and despite the popularity of collab-
orative tagging, it is not clear what tags are good for. On the one hand, it has been argued that tags are not good at
supporting navigation of document collections (Chi & Mytkowicz, 2007). On the other hand, Koudas et al. report
some recent results that show that tags are a good feature for web retrieval (Koudas, 2008).

1http://del.icio.us
2http://www.flickr.com
3http://www.last.fm
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There can be multiple reasons why people tag, for example because it gives them a greater feeling of involvement,
or for future retrieval by themselves (such as the “to read” tag on librarything4), or to enable their own resources to be
discovered by others (Sen et al., 2006).

The important question is, are user-created classification systems “good” (Shirky, 2005)?

1.1 What is a good classification system?
Information systems are inherently dynamic, especially online. Systems like Flickr and Del.icio.us are growing very
rapidly. Any discussion of their quality has to take their dynamic nature into account. In such situations, as new
objects enter the system, the existing classification system may not be sufficient to describe them. This can result in
two problems.

• The vocabulary gets changed to incorporate the new objects better. In this case users who are accustomed to the
existing classification system will suddenly be unable to find objects.

• The vocabulary does not get changed. In this case the new objects will be shoe-horned into the existing cate-
gories, and there will be increasing mismatch between the objects and their descriptors.

A good classification system is one that minimizes these problems by generalizing well to new objects. In other words,
the existing set of categories should describe new objects well also. However, if this is the only constraint, the best
classification system is one that assigns a single label to all information objects, such as “book” or “webpage”.

The other criterion that a good classification system must satisfy, therefore, is to provide a good semantic clustering
of information objects. This is a little harder to pin down formally. At an extreme the classification system could place
every object into its own class, which might be considered to maximize retrievability or navigability. This is what
full-text search systems do, for example. However we need classification systems for media other than text too, such
as images, film, music, etc. It is not clear what the analog of full-text search might be in these cases. Further, users
do not always want to retrieve a specific object. That represents just one of a possible range of information seeking
behaviors. Other behaviors, like browsing, are better supported by a system that groups semantically related objects.
The level of specificity in the clustering can be seen as a continuum, ranging from a single cluster for everything
(such as “webpage”) to everything in its own cluster (full-text search). A classification system must have the level of
specificity that is required to support the information-seeking behaviors of its users.

1.2 Social Information Foraging
We can view this problem in the context of information foraging theory. There has begun to appear work extending
information foraging theory to a social setting. See, e.g., the article by Chi et al. for a brief overview (Chi et al., 2007).
The basic idea is that people search for information patches, in a process that is time-consuming. By collaborating,
people can provide “hints” to each other that result in a reduction in the time required to find a relevant information
patch. The efficacy of the collaboration can thus be measured as the total reduction in foraging time. Chi et al. show
that diversity of information sources helps collaborative foraging (Chi et al., 2007).

In collaborative tagging, however, the interaction between people happens via the information environment. People
mark objects in the environment in ways that reduce the overall search effort of the community. This is behavior
reminiscent of stigmergy, which suggests that we can take an optimization approach to the study of collaborative
tagging, much in the way that social insect behavior is studied (Bonabeau et al., 2000). The key question, of course, is
to determine what is being optimized.

We believe that the quantity being optimized is a kind of predictive power. We have developed a distributed learning
model called the classification game to understand the fundamental processes that underlie the workings of distributed
information systems like collaborative tagging in particular, and resource description/discovery systems in general. The

4http://www.librarything.com

2



0 1

1 0 1 1 1011

1

Speaker

0 1

Hearer

1 0 1 1

0

Figure 1: Speaker-hearer interaction in the classification game. The white block arrows indicate signal flow, and the
gray block arrows indicate error flow.

main result is that collaborative learning results in an Occam’s razor effect. This means that the resulting classification
system is quantitatively “simpler” than an individually created classification system. This in turn is guaranteed to
result in better generalization, while retaining sufficient discriminatory power, which is the fundamental goal of a
classification system, as discussed above.

We describe the classification game in the next section, and then present an experiment that demonstrates the main
result. After that we discuss some of the limitations of the model and directions for future work.

2 The Classification Game
The classification game (Swarup & Gasser, 2008a; Swarup & Gasser, 2008b) is a distributed learning system where a
population of agents is engaged in a learning task. As they learn, they also interact with each other. This turns out to
allow them to learn simpler solutions to the task. Such low complexity solutions are known to generalize well to new
data (Blumer et al., 1987; Li et al., 2003).

The game proceeds as follows. We have a large collection of agents, who are all learning to perform the same
supervised classification5 task. At each step, we select two agents uniformly randomly from the population, and
present them with an example (an information object). We assign one of the agents to the role of speaker, and the
other to the role of hearer. These roles are perhaps more appropriately called describer and discoverer, but we prefer
speaker and hearer because they roll off the tongue more easily.

The speaker encodes the example and communicates this encoding to the hearer. An encoding is a set of features
that are extracted from the object, which the speaker believes will be useful in assigning it the right supervised category.
The speaker and hearer both use a decoder function to decode this encoding into a class label. They are then given the
expected label, which they can use to update their encoder and decoder functions.

For example, we can use artificial neural networks as the encoders and decoders. The first, or hidden, layer of the
neural network forms the encoder. The hidden layer activations resulting from an example constitute the encoding of
that example. The second, or output, layer of the neural network forms the decoder. This is illustrated in figure 1.
The white block arrows indicate the signal flow in the system, and the gray block arrows indicate the error flow in the
system. The neural networks are trained with standard gradient descent and error backpropagation rules.

The game is played repeatedly between randomly chosen pairs of agents from the population, until the error sta-
bilizes. The encodings that survive in the population have been shown to be low complexity encodings of the data.

5Since we are combining a machine learning model with an information science model, the term classification ends up being used in two different
senses. In the machine learning sense, classification corresponds to assigning an object to a pre-determined category, that can be inferred from the
object itself. In information science, classification actually corresponds to clustering, i.e. discovering a category for an object, that depends in part
on the other objects present. To be clear, we will always say “supervised classification” for the former, and “classification” for the latter.
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Figure 2: Some samples from the Stanford Medical Students dataset.

For any particular supervised classification task, there might be a number of encodings that result in minimal error.
However, these will not generalize equally well to new data. It is a well-known result in machine learning that the gen-
eralization error is inversely related to the complexity of the encoding. Thus there are many learning algorithms that
explicitly try to minimize the complexity of the encoding by introducing a penalty term in the objective function that is
proportional to the complexity of the encoding. The classification game achieves this through interaction, without the
need for any such extension to the objective function.

2.1 Applying the classification game to collaborative tagging
In a collaborative tagging scenario, users take on two roles also. In one role, they tag objects. This corresponds to the
role of the speaker in the classification game. In the other role, they search the system using tags. This corresponds to
the role of the hearer in the classification game. The obvious difference, of course, is that the tagger and the searcher
do not interact directly with each other, as the speaker and hearer do. We return to this issue shortly.

To apply the classification game to collaborative tagging, we use autoencoder networks. These are neural networks
which are trained to simply reproduce the input at the output. However, the hidden layer generally has far fewer nodes
than the input or the output, and forcing the data to pass through this bottleneck results in compression. There has been
some recent work that shows that “deep” autoencoder networks (which have many layers) can achieve a good semantic
clustering of data (Hinton & Salakhutdinov, 2006; Salakhutdinov & Hinton, 2007). For our experiment, we use an
autoencoder network with just a single hidden layer.

The hidden layer corresponds to the classification of the objects in the information science sense. In other words,
the hidden layer nodes which are active in response to a particular input object correspond to the tags for that object.
This agrees with the notion that the tags associated with an object are a highly compressed description of it.

Now, when an agent is tagging an object, it can be modeled by the process of using an autoencoder network to
generate a compressed description of it at the hidden layer. This is what the speaker does in the classification game.
Similarly, when an agent searches using a set of tags, he expects to find a certain (kind of) object. This can be modeled
as the process of setting the hidden layer activations of an autoencoder network, and generating an expected object at
the output layer. The actual object that is provided as the expected output can be thought of as the response of the
system to the searcher’s query. Thus, if there is a mismatch between the searcher’s expectation of the object based on
the tags and the actual object which has been labeled by those tags in the system, then the searcher must revise his
encoding and decoding functions to associate the given tags with the given object. This is what the hearer does in the
classification game. Thus the roles of speaker and hearer correspond reasonably well to the roles of tagger and searcher
in a collaborative tagging system, even though the tagger and searcher do not interact directly.

To demonstrate the improved generalization capability of encodings learned through the classification game, we
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Figure 3: Speaker and hearer learning curves on both training and testing data from the Stanford Medical Students
dataset.

did an experiment with images of faces from the Stanford medical students dataset (Diaco et al., 2000). In addition to
the autoencoding task, we created an additional supervised learning task to make it easier to show the generalization
capability. The task was to identify the gender from the raw image. Some example images from the dataset are shown
in figure 2.

There are two hundred images each of men and women in the original dataset at a resolution of 200x200. We
reduced them to size 32x32, and chose twenty images each of men and women randomly to make up a training set.
The remaining three hundred and sixty images were put into a testing set which is used to measure the generalization
capability of the learned encodings. We created a population of a hundred neural networks with (32*32=)1024 inputs,
50 hidden layer nodes (which correspond to possible tags), and 1025 outputs. The extra output was the gender label.

Note that the neural networks were presented with raw pixel values, without any preprocessing. This is a very
difficult learning task, and single neural networks, trained using gradient descent and error backpropagation as usual,
are completely unable to improve their prediction capability beyond random. With the classification game, however,
prediction accuracy on the testing set improved to about 66%. The learning curves are shown in figure 3. The four
curves shown are the errors on the training and testing data, made by agents in the role of speaker and hearer. In fact,
it seems the learning process has not converged yet, but we had to stop the experiment for lack of time.

3 Discussion and Future Work
We believe that the model and the results are highly suggestive, and are beginning to get at some of the fundamental
issues underlying questions of the quality of distributed classification and resource description/discovery systems. This
is by no means a complete model though. It has several limitations, which are also opportunities for extensions and
future work.

One particular limitation is that we assume that all agents are engaged in the same task, or in the same kind of
information seeking behavior. This is clearly not true. For example, in the case of the to read tag on librarything, as
mentioned earlier, the goal of the user is not to provide a compressed description of the object, but to mark the object
in a way that facilitates future action in the world (deciding on a book to read, perhaps). There may be many other such
motives behind users’ tagging behavior. To fully understand tagging systems, models must accomodate all of these.

Further, users bring a host of semantic knowledge and assumptions to the system. This is not true of the neural
networks in the model, which start with random weights. One of the ways in which this difference is manifested is in
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the long convergence time of the classification game. Tag collections, on the other hand, are known to converge very
quickly. We have some experimental results that show that much faster convergence can be achieved by situating the
agents on an interaction network which is not fully connected. Scale-free interaction networks, e.g., cause the agents to
converge very quickly. Even faster convergence can be achieved on dynamic networks by using the noisy preferential
attachment algorithm for network evolution (Swarup, 2007; Swarup & Gasser, 2007). This leads to two interesting
questions.

The first is, what is the implicit interaction network in a collaborative tagging system? The objects that any partic-
ular user tags or searches for depend on that user’s interests. This means that users interact in communities that share
interests. These interaction patterns have not been mapped yet, as far as we know, though this network probably has an
important role in the dynamics of the system.

The second question is, does the semantic background of the users (their culture, e.g.) systematically bias their
choice of tags? For example, if two sets of users from two different cultures were to tag the same set of objects, would
the resulting collection of tags be substantially different? These intrinsic biases of users probably have an important
role in the dynamics of the system also.

Finally, a limitation of the classification game is that it assumes a stationary environmental distribution. This means
that the objects entering the system do not qualitatively change over time. This is not true of real systems. This leads
to the need for incremental clustering approaches to data management (Can, 1993). Thus to study the efficacy of
collaborative tagging over time, we need to extend the classification game to non-stationary data distributions.

In conclusion, we have presented one possible answer to the question of the quality of folksonomies, with the
classification game. This is clearly not a complete answer, as discussed above. We believe, though, that it opens a route
to extending social information foraging theory by incorporating a notion of the quality, in this case predictive power,
of information.
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