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Abstract. Behavioral and social sciences are increasingly being recognized as important com-
ponents of public health epidemiology. Communicable and non-commmunicable diseases spread
through human populations in complicated ways. Individuals’ changing behaviors in response to
public policies and their evolving perception of how an infectious disease outbreak is unfolding can
dramatically alter normal social interactions. Effective planning and response strategies must take
these complicated interactions into account.

The chapter describes the state of the art in the role of individual and collective behavior in
public health epidemiology. We will focus on an algorithmic treatment of the problem wherein indi-
vidual and collective behaviors are seen through the lens of an algorithmist – we therefore focus on
computational representations and discuss issues related to expressiveness, efficiency and compos-
ability as they pertain to modeling behaviors in public health epidemiology. We will briefly describe
new opportunities arising in inferring, modeling and modifying behaviors due to the proliferation
of the Internet, social media and pervasive computing.

Keywords: public health, communicable and non-communicable diseases, individual and collec-
tive behaviors social media, pervasive computing, algorithms, agent-based simulations, inference,
surveillance.

1. Introduction

Communicable & non-communicable diseases are the leading causes of death in the world. De-
spite significant advances in modern medicine and public health, communicable diseases alone
continue to be the largest cause of human mortality worldwide—in 2005, they accounted for more
than 15 million deaths (over 25% of all deaths) [58, 72, 109]. In 2015 Tuberculosis became the
leading cause of death from an infectious disease. Over the last decade, there is a growing concern
of epidemic outbreaks due to a number of factors, such as urbanization and global travel, aging
and immuno-compromised subpopulations, and emerging antimicrobial resistance.

Importance of behavior in public health epidemiology. An important goal of public health policy is to
develop timely strategies to control the spread of epidemics, and plan for contingencies. As discussed
in [47, 98], the spread of communicable and non-communicable diseases, social contact networks
and human behavior are all intertwined. Social contact networks representing relationships among
individual agents serve as a backcloth for epidemic processes. These networks are formed and
evolve as a result of individual and collective behaviors. As a result, the interactions between
the three is complex. For example, given that cigarette smoking is linked to variety of diseases,
why do people start and continue to smoke? Similarly, given that vaccines have proven to be
beneficial to the society, why do individuals often refuse to take vaccines? What is the role of
social environment in individuals making these decisions? The role of individual and collective

Jiangzhuo Chen, Bryan Lewis, Achla Marathe, Madhav Marathe, Samarth Swarup, Anil K.S. Vullikanti, Chapter
12 - Individual and Collective Behavior in Public Health Epidemiology, In Handbook of Statistics: Disease Modelling
and Public Health, Part A, Elsevier, Volume 36, 2017, Pages 329-365, ISSN 0169-7161, ISBN 9780444639684, https:
//doi.org/10.1016/bs.host.2017.08.011.

1



behaviors is all the more important during pandemics — typically, these events occur when there
is no suitable pharmaceutical intervention in place and thus the primary method of controlling the
outbreak is to change the behavior of individuals, families and organizations. Individual behavior
influences and is in turn influenced by their families, social networks, organizations (e.g. workplaces,
schools, religious organizations) in which they participate, the communities of which they are
part, the information they access, and the societies in which they live. Indeed, it is now well
accepted that epidemics dynamics are strongly dependent on the underlying social interaction
network. Conversely, individual behavioral adaptation in response to public policies and the overall
perception of how a disease outbreak is unfolding can dramatically alter normally stable social
interactions. Interventions to control diseases and to influence behavior that lead to improved
health outcomes can occur at any one of these levels. Effective planning and response strategies
must take these complicated interactions into account. The recent Ebola epidemic served as an
excellent example of how individual behavior as well as public policies played an important role in
changing the social network and helped in eventually controlling the deadly outbreak.

Illustrative example from the 2014 Ebola outbreak. The largest Ebola outbreak in West Africa
in 2013-14 was unprecendented in size, duration and spatial spread. A number of sociological,
environmental and ecological drivers were potentially at play and influenced the outbreak. Multi-
scale behavior was one important driver. This includes human mobility, lack of trust due to decades
of civil war, behavioral and cultural practices, etc. These social and behavioral attributes result
in multi-scale networks that provide a conduit for the spread of disease —these can be at a small
scale, e.g., within a household or a small community (through normal contacts), or within a city or
a larger region, resulting from mobility and other activities, such as work, as illustrated in Figure 1.
Different kinds of behaviors play a role at these scales, and can have a very significant impact on
the spread of epidemics.

After an initial exponential increase in the number of infections, the case count decreased rapidly,
thanks to tremendous efforts by the health and community workers. The bend in the curve was
There were a number of factors at play, such as greater awareness of the outbreak, better tracking
of cases and contact tracing, and changes in cultural practices, e.g., related to burials. There
were active grassroots education campaigns for altering these practices, and with active support
from the local government leaders, suspected Ebola patients were transferred to a Doctors Without
Borders Ebola health care center. Additional interventions, such as contact tracing were put in
place. Therefore, accurate and real-time estimation of behavioral modeling is crucial for epidemic
surveillance and forecasting.

Behavioral changes at many different levels occurred in this case. Individuals and communities
faced significant pressure and scrutiny about their actions. In the early stages of the outbreak, there
was great mistrust of the government and the public health agencies. However, community level
engagement helped increase the awareness of the epidemic and influenced people to change their
cultural practices. The factors influencing such decisions—uncertain consequences and conflicting
motivations between micro and macro levels for individuals—are at the heart of issues such as
non-compliance with public policy and, more generally, the breakdown of the rule of law in society.

1.1. Organization. This chapter focuses on understanding the role of individual and collective
behavior in epidemics of infectious as well as non-communicable diseases. Their role is critical
in public health epidemiology but for various reasons has not been well studied in mathematical
epidemiology. There are multiple reasons for this, including lack of data, computational burden
and our inability to formally represent individual behaviors in a satisfactory manner. The recent
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Figure 1. (a) Illustration of the multi-scale contacts in West Africa, and the associated behaviors at
different scales. The contacts range from an individual to a community, to the entire region. The behaviors
range from individual and household level activities to community practices, which had a significant impact on
the epidemic outbreak. (b) Figure shows how multi-theory multi-layer socio-technical networks (MTML-ST
networks) are at play in such systems. Individuals’ motivations to create, maintain, dissolve, and reconstitute
links with other agents (individuals) form the basis of such a network.

advances in computing and information technology offer exciting opportunities to address this issue
and is the focus of this chapter.

We review the state of the art in health behavior as it pertains to human diseases. We start with
the necessary background in Section 2, and then discuss three aspects: (i) verbal and qualitative
theories of health behavior as it pertains to human disease (Section 3); (ii) mathematical and
computational models that aim to translate the verbal theories into quantitative models that can
then be used in conjunction large-scale simulations and analytics environment to reason about co-
evolving behaviors and epidemics (Sections 4 and 5); (iii) methods for inferring health behavior
models using traditional methods, primarily surveys and via emerging social media technologies
(Sections 6 and 7). Finally, we end with illustrative case studies in Section 8. We conclude by
outlining directions for future research. A central goal of this chapter is to discuss formal methods
that are derived from qualitative theories. In this sense, individual and collective behavior are
viewed as sequential and distributed algorithms. This algorithmic viewpoint affords a path to
develop rigorous and scalable models to understand the co-evolution of policies, behavior, diseases
and networks. The overall pipeline is shown in Figure 2.

2. Background

We follow the terminology in [21, 24, 55, 71, 77, 88, 90] to describe the formal models used in this
paper. The basic mathematical model for epidemic spread is popularly known as the SIR model,
in which a population of size N is divided into three states: susceptible (S), exposed (E), infective
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Figure 2. Overall workflow illustrating behavioral modeling to decision support for networked
epidemiology. In Step 1, individual and collective behaviors are inferred by using a combination
of data driven machine learning methods combined with well accepted social, behavioral, physcho-
logical and economic theories. In Step 2, these inferred models are mapped on to synthetic agents
within the agent-based modeling framework. In Step 3, simulation-based machine learning tech-
niques are then used to understand how disease dynamics and individual co-evolve. Finally Step
4, the simulation outputs are used for forecasting, situation assessment, planning and response.
As a part of the feedback loop, the computational experiments are used to inform public policies
and develop mechanisms to influence appropriate behavioral response via information campaigns,
economic and social incentives.

(I) and removed or recovered (R). Let S(t), I(t) and R(t) denote the number of people who are
susceptible, infected and recovered states at time t, respectively, and let N = S(t) + I(t) + R(t)
denote the total population. The dynamics can be described by a set of coupled ordinary differential
equations in the fractions of population in these states, based on a mass-action assumption:

ds

dt
= −βis

di

dt
= βis− γi

dr

dt
= γi,

where s(t) = S(t)/N , i(t) = I(t)/N and r(t) = R(t)/N , and the parameters β and γ denote the
transmission and recovery rates, respectively. This is commonly referred to as a compartmental
model or a mass action model (see [37, 95] for details). These models have been successfully
used in the past and continue to be used extensively by scientists. A desireable feature of the
compartmental models is analytical tractability – simple dynamic models can be solved to yield
closed form solutions. Computational resources is another desirable characteristic. The basic
models have been extended over the years in several directions, such as: stochastic models, multiple
compartments to represent various subpopulations, branching processes, and chain-binomial models
(see [37,95] and the references therein).
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In this paper, we will focus on networked models, which consider epidemic spread on an undi-
rected social interaction network G(V,E) over a population V – each edge e = (u, v) ∈ E implies
that individuals (also referred to as nodes) u, v ∈ V interact. The specific form of interaction
depends on the disease being modeled; e.g. sexually tranmitted diseases require physical sexual
contact, while influenza like illnesses require physical proximity. Let N(v) denote the set of neigh-
bors of v. The SIR model on the graph G is a dynamical process in which each node is in one of S,
I or R states. Infection can potentially spread from u to v along edge e = (u, v) with a probability
of β(e, t) at time instant t after u becomes infected, conditional on node v remaining uninfected
until time t— this is a discrete version of the rate of infection for the ODE model discussed earlier.
We let I(t) denote the set of nodes that become infected at time t. The (random) subset of edges
on which the infections spread represents a disease outcome, and is referred to as a dendogram.
This dynamical system starts with a configuration in which there are one or more nodes in state I
and reaches a fixed point in which all nodes are in states S or R. For any undirected graph H and
subset W of vertices of H, we let H[W ] denote the subgraph of H induced by the vertices in W .

3. Qualitative/verbal models

Verbal or conceptual behavioral models have played an important role in understanding behavior
and its relationship with diseases and maintaining a healthy life. Some of the important models
and theories, based on the cognitive aspects of behavior, are the health belief model [29], social-
cognitive/learning theory [23], self-determination theory [117], theory of reasoned action [123],
theory of planned behavior [16], transtheoretical model [107, 108] and the protection motivation
theory, among others. All these models emphasize that health behaviors are driven by various
cognitive factors such as personal beliefs, attitudes, outcome expectations, self-efficacy and coping
abilities [93].

In parallel to the development in health sciences, researchers in AI have proposed a broad ar-
chitectural framework for developing computational representation of multi-agent systems. The
framework is called the belief-desire-intention framework (see [75, 131] for details). In this model,
beliefs represent knowledge of the world as perceived by the agent. Computationally, they are
just some way of representing the state of the world, be it as the value of a variable, a relational
database, or symbolic expressions in predicate calculus. In our context, examples of belief include:
how many people in the world are sick, how much stockpile of antivirals exists, how easy is it to get
it, same with vaccinations, how many individuals at work or other places I go are sick, etc. Desires
(also referred to informally as Goals) form another essential component of system state. Computa-
tionally, a Goal may simply be the value of a variable, a record structure, or a symbolic expression
in some logic. The important point is that a Goal represents some desired end state. Examples of
desires include: do not want to fall sick, can fall sick but do not want to die, do not want kids to
fall sick, do not want to spend more than a certain amount of monthly income on medical costs, do
not want to lose wages in excess of a certain fraction of yearly income, etc. Finally, intentions are
set of actions that an individual agent wishes to perform to achieve the motivation expressed via
desires. Example of intentions (actions) in our context include: will take antiviral (vaccinations),
will give this to my family members, will not go to work, will not do social distance, essentially all
of the interventions that are individual based. Note the similarities between HBM, SCT and BDI
models. But there are important differences as well. HBM focuses on perceived susceptibility to
a disease, BDI takes more general view and aims to maintain for each agent a belief state of the
world (including the agent). In this sense certain aspects are close to the social cognition theory.
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Table 1. Table summarizing distinct but inter-related theoretical constructs that have been
used to study health behavior. Theories of indidivual behavior largely focus on understanding
health behavior from individual agentic perspective. Collective theories aim to understand the
health behavior in the larger context of the society and environment. Finally social network
theories are concerned with the formation, evolution and dissolution of social networks in the
context of individual and collective health behavior. See [74, 92, 93] for more details. The ties
here can be dyadic, triadic or multi-adic (simple graphs versus hyper-graphs), and the models of
edge formation, dissolution and modification depends on various social, economic, demographic
attributes of individual agents – giving rise to mutli-theory multi-level socio-technical (MTML-
ST) networks and illustrated in Figure 1.

Individual Behavior Theories

Theory Description

Health Belief Model [29] Health behaviors depend on the individual’s perceived threat of disease, and the per-

ceived effectiveness of health behaviour. The former depends on the perceived serious-
ness of and susceptibility to the disease. The latter depends on the perceived benefits

and perceived barriers.

Social-cognitive/learning the-

ory [23]

Explains behavioral changes and adherence in terms of a number of factors, including

knowledge of health risks and benefits, expected outcomes of the behavior (both posi-
tive and negative), individual’s self-evaluation, and perceived facilitators and barriers.

It seeks to understand how cognitive, behavioral, personal, and environmental factors

interact to determine motivation and behavior. It has four basic components: (i) self
observation; (ii) self evaluation; (iii) self reaction; (iv) self efficacy.

Theory of reasoned action

(TRA) [123] and Theory of

planned behaviour (TPB) [16]

Behaviors result from intention (TRA) and control (TPB). These, in turn, depend

on attitudes towards the action, evaluation of the outcome, perceived expectations of

others, motivation for compliance and knowledge of skills and experience.

Self regulation Theory [28] refers to slef altering one’s response or inner states. Has four components: stan-

dards of desirable behavior, motivation to meet standards, monitoring of situations
and thoughts that precede breaking said standards, and willpower.

Self Determination The-

ory [116]

It is a theory of motivation and concerns with our natural tendencies to behave in

effective and healthy ways.

Collective Behavior Theories

Diffusion of different kinds of
beliefs and behaviors on a net-

work [42,62,67,83,113,125,132].

Each individual is represented as a node in a network with a state, which corresponds
to specific kind of belief or whether that node has adopted a behavior. A node’s state

evolves, depending on it’s neighbors’ states.

Complex contagion theory [67] Specific form of diffusion, where social reinforcement is needed, e.g., certain number

of neighbors need to adopt the behavior before a node is influenced.

Network Theories

Theory Description

Homophily Theory [43,51] Refers to formation of links between like minded individuals—this causes formation of
clusters of similar nodes.

Exchange Theory [92] Dyadic theory that posits the formation of mutual ties (edges) between actors with
similar attributes have higher probabilities of occurring

Economic theories [43,74] Dyadic or multi-adic edge/ties formation based on economic exchange, e.g. buying

and selling antivirals, etc.

4. Formal models for representing behaviors

In the previous section we discussed various qualitative theories and verbal models that are
used in public health epidemiology to reason about individual and collective behaviors and their
impact on epidemics. Here we turn our attention to formal models. As discussed earlier, formal
models are important since they provide a mechanistic way to represent verbal/qualitative models
so that one can mathematically reason about them. We will discuss the following models: (i)
game theoretic models of strategic behavior, (ii) Markov decision process models that capture the
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sequential nature of decision making under uncertainty and partial information, and (iii) belief
desire intention models that arose in AI literature.

4.1. Computational considerations. When using these models to develop formal computer
models, these theories need to be “instantiated”. For instance, the Health Belief Model requires
information on perceived susceptibility and perceived severity of the disease. However, these two
notions are coupled, and it is hard to measure them individually. Therefore, the evaluation and
implementation of such behavioral theories requires precise definitions of the specific behaviors at
different scales, and development of efficient mathematical and computational representations of
these behaviors. Additionally, the network, disease dynamics and individual, collective and insti-
tutional behaviors co-evolve, and require a multi-theory, multi-network representation, as shown
in Figure 3. Obtaining data and conducting experiments to measure the impact of behaviors is
a challenging issue. Recent advances in social media, computational turks, online games, online
surveys and digital traces all form the basis of potentially exciting methods for collecting data to
develop formal computational models of individual and collective behavior. Of course these tech-
nologies pose new kinds of questions, including: (i) design to elicit truthful behavior, (ii) biases in
data due to the demographics of participants and (iii) translating behaviors in virtual world to the
real world. See [48,60] for a comprehensive survey on this topic.

4.2. Game-theoretic models that capture strategic behavior. Both pharmaceutical or non-
pharmaceutical interventions, involve a certain cost for the individual, e.g., the economic cost of
the vaccine. On the other hand, an individual has no incentive to protect itself if enough of
its neighbors are protected (referred to as herd immunity). This is a natural setting for a game-
theoretical analysis (especially non-cooperative game models), and this is an active area of research.
Such an analysis involves modeling strategic decisions (e.g., whether to get vaccinated or not) by
individuals, and interactions between individuals. The basic model involves formalizing a notion of
“utility” for an individual, which depends on his/her strategy, as well as the strategies of all other
individuals. A key solution concept that is used is a Nash equilibrium (NE)—this is a strategy,
in which no individual can increase his/her utility by switching to another strategy (discussed in
more detail below); see [54,84] for an introduction on game theory. The population is expected to
be at a NE, which makes it a useful notion.

One of the first game theoretic analysis in the context of epidemiology was by Bauch and Earn
[26], who model vaccination decisions as a strategic game. Each individual decides whether to take
the vaccine or not. There is a cost Cv for player v to get vaccinated, which could capture the
financial cost of getting the vaccine, or health risks. On the other hand, there is a cost of getting
infected, if the player is not vaccinated. Bauch and Earn derive the structure of the NE in such
a game, in terms of the costs of vaccination and infection. Poletti et al. [104] use an evolutionary
game theory framework to examine behaviors during an outbreak. They model behavioral changes
depending on the perceived prevalence of the epidemic, and the (mis)perceptions of risk. They find
that if the perceived risk is high, even a small reduction in the individual level contacts can have
a significant impact on the epidemic dynamics.

Broadly, the research on epidemic games can be classified in multiple ways, depending on the
models and assumptions about the following aspects:
• The approach used, namely: (1) differential equation based, e.g., [27, 61, 78–80, 112], and (2)

network based formulations [19, 81, 99]. The differential equation based works commonly rely
on simplified assumptions about uniform mixing of the players in the population which greatly
simplifies the problem and enables the derivation of tight analytical bounds and a detailed char-
acterization.
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• The specific intervention behavior, e.g., vaccination, as in [26, 27, 81, 110], or social distancing,
e.g., [59, 112]. The effects of vaccination can be modeled by modifying the susceptibility or
infectious duration for an individual, whereas social distancing can be modeled in terms of the
transmission rates.
• Information available to the players, i.e., whether they have complete information about the

current outbreak and players’ actions (see, e.g., [19, 27, 78–80]), or if they only have partial
information, e.g., [61, 81]. The perceptions of the prevalence and risk play a significant role on
the dynamics and the structure of NE, as shown in [104].
Network based models have been relatively less well studied. Aspnes et al. [20] were among the

first to extend the work of Bauch and Earns [26] to heterogeneous networks. They characterize
the structure of Nash equilibria (NE) and the complexity of computing them. This was further
generalized by [81], who characterize NE in terms of the network properties, such as the maximum
degree and conductance, and develop algorithms for approximating the Price of Anarchy (PoA),
which is defined below. However, both these approaches focus on an SIR model with a transmission
probability of 1, so that it suffices to consider connectivity instead of percolation. [99] develop a
formulation by combining a N -intertwined, SIS epidemic model with a non-cooperative game model,
which simplifies the diffusion process by a mean-field approximation.

A common issue with all such game-theoretical formulations is that they involve utility functions
that require quite a lot of non-local information to compute, and it is not clear how implementable
such games might be. For instance, in most epidemic game formulations (e.g., [19, 99]), whether
they be network-based or not, the utility function involves a term of the form “pv(a)” (or something
similar), which corresponds to the probability that node v gets infected, given the strategy vector
a. In general, this is computationally hard to estimate, and requires a lot of information about the
network. The approach of [81] attempts to address some of these issues by limiting the amount of
graph information needed in the utility function; specifically, they fix a parameter d, and consider
pv(a) restricted to the graph induced by nodes within distance d of node v. They show that the
structure and complexity of the NE and the best strategy (referred to as the social optimum)
depend crucially on the parameter d. In particular, for d = 1 or d = ∞, pure NE exist, and can
be computed using a best response strategy. However, for 1 < d <∞, there exist instances where
no pure NE exist. Further, the maximum ratio of the cost of a NE to that of any other strategy
(referred to as the Price of Anarchy) depends crucially on the network structure, and the parameter
d. For instance, for d = 1, this ratio can be shown to be bounded by the maximum node degree,
whereas for d =∞, it depends on the vertex expansion in the graph.

Thus, the distance parameter within which information is available for the strategic decision
making has a significant impact on the structure of equilibria. However, the above results assume the
restricted setting of a highly contagious disease, so that the equilibria can be characterized in terms
of connected components of the attack graph. In [118], a different vaccination game formulation
in the SIS model is considered, referred to as the Epidemic Containment (EC) game, based on a
characterization of the SIS model in terms of the spectral radius [62, 105]. Let λ1 = λ1(G) denote
the first eigenvalue of the adjacency matrix of G. Ganesh et al. [62] show that if λ1(G) < T = γ/α,
the epidemic dies out quickly (in o(n) time), where γ and α denote the recovery and transmission
rate, respectively. The EC game defines a cost for each insecure node u based on the spectral
radius of the component of the attack graph containing node u, with a high cost if the spectral
radius is large. This formulation allows a realistic infection model to be incorporated in general
heterogeneous networks. Pure Nash equilibria always exist in an EC game, and can be found by a
best response strategy. Further, a minimum cost Nash equilibrium is also a social optimum.
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Most of the work on vaccination games discussed above has focused on decisions at the start of
an epidemic. However, a lot of people defer their vaccination decisions, in practice. For example,
in the case of the seasonal flu, vaccination rates gradually increase, as the epidemic rate increases.
This motivates the study of temporal vaccination games, in which vaccination decisions can be
made more than once [15, 111]. The work of [15] involves a network based formulation for the SI
(susceptible-infectious) model, referred to as the TemporalVaccination game. This is a multi-
stage game, in which the vaccination game can be played at a set T = {t0 = 0, · · · , tk} of times.
The strategy profile for each node involves determining whether or not it gets vaccinated at each
time t ∈ T . The disease starts at a single random source s, and the transmission probability is
1. Both the NE and optimal strategies exhibit interesting temporal structure. Even if vaccination
decisions are allowed to be made at multiple time steps, all decisions in the TemporalVaccination
game are made either at time 0 (before the start of the epidemic), or the first time T > 0 when
the next round is played, if the source of the infection is known before T . Further, there can be
significant variation in the number of nodes that choose to vaccinate at time T , instead of at time 0.
Additionally, it can be shown that even if no nodes are vaccinated at time 0 in the NE, the social
optimum might choose to have a significant fraction at the start.

4.3. Markov decision process models. Markov Decision Processes (MDPs) provide a generic
optimization framework that has also been applied to epidemic control [137]. In general, this
treats the epidemic as a system that can be controlled through actions (“interventions”) such as
providing vaccinations or reducing the contacts between people (“social distancing”), with the
objective of reducing the number of people who get infected. However, in this perspective there is
only one agent—the one who is responsible for choosing the interventions to apply. For modeling
individual behavior and decision-making, there are several multi-agent versions of the basic MDP.
While solution methods for these do not scale to the population sizes needed for large agent-based
simulations (millions of agents), the general framework is very useful to consider in the design of
simulations, as it rigorously defines all the elements needed.

Below we present the definition of the Decentralized Semi-Markov Decision Process with (Costly)
Communication (Dec-SMDP-Com) [65] as an example. We present the model formalism in stages.
First, we define decentralized partially-observable Markov decision processes with communication
(Dec-POMDP-Com). Then a decentralized MDP is a simple restriction of that. Finally, the dec-
MDP is used to define the dec-SMDP-Com. The notation is based on the work of Goldman and
Zilberstein [65].

Definition 4.1. Dec-POMDP-Com A decentralized partially-observable Markov decision pro-
cess with direct communication, Dec-POMDP-Com is given by the following tuple:
M = 〈S,A,Σ, CΣ, P,R,Ω, O, T 〉, where

• S is a finite set of world states, including a distinguished initial state s0.
• A = {Ai}, where each Ai is a finite set of actions. ai denotes the action performed by agent
i. a is the vector of actions performed by agents a1, a2, ...an.
• Σ denotes the alphabet of messages and σi ∈ Σ represents an atomic message sent (broad-

cast) by agent i.
• CΣ is the cost of transmitting an atomic message: CΣ : Σ→ R.
• P is the transition probability function. P (s′|s,a) is the probability of moving from state
s ∈ S to state s′ ∈ S when the agents perform actions given by the vector a respectively.
This transition model is stationary, i.e., it is independent of time.
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• R is the global reward function. R(s,a, s′) represents the reward obtained by the system as
a whole when the agents perform the actions given by a in state s resulting in a transition
to state s′.
• Ω = {Ωi}, where Ωi is a finite set of observations for agent i.
• O is the observation function. O(ω|s,a, s′) is the probability of making the observations

given by the vector ω (respectively by each of the agents) when in state s the agents take
the actions given by a, resulting in state s′.
• T represents a finite time horizon. The notation τ represents the set of discrete time points

of the process.

This leads to the definition of a decentralized MDP.

Definition 4.2. Dec-MDP A decentralized Markov decision process (Dec-MDP) is a Dec-POMDP
which is jointly fully observable, i.e., the combination of all agents’ observations determine the global
state of the system.

The definition of a Dec-MDP-Com is analogous.
Note that in these models, all actions are atomic, which means that each action takes exactly one

time step to execute, and each agent must make a decision at each time step which action to execute
next. This may be insufficient for specifying behavior the way we want. For example, we may want
to specify that an agent looks for a family member until some other condition is met (he finds the
family member, or gets a phone call from them, or stops for food, etc.). To incorporate this level
of description, we can include the notion of options, which are temporally abstracted actions. In
particular, an option is specified by a triplet: opt = 〈π : S×A→ [0, 1], β : S+ → [0, 1], I ⊆ S〉 [127],
where π is a single-agent policy which specifies a fixed policy to be followed until termination
condition β is met. An option is available in a state s if s ∈ I.

Options also point the way to including hierarchical planning in the model. Options lead to the
notion of decentralized Semi-MDPs.

Definition 4.3. Dec-SMDP-Com A finite-horizon decentralized semi-Markov decision process
with direct communication (Dec-SMDP-Com) over an underlying Dec-MDP-Com M is a tuple
〈M,Opt, PK , RK〉 where:

• S,Σ, CΣ,Ω, P,O, and T are components of the underlying process M defined earlier.
• Opt = {Opti}, where Opti is the set of options available to agent i. opt is the vector of

options chosen by the agents.
• PK(s′, t+K|s, t,opt) is the probability of the system reaching state s′ after exactly K time

steps.
• RK(s, t,opt, s′, t + K) is the expected reward obtained by the system K time steps after

the agents started the options given by the vector opt respectively in state s at time t,
when at least one of them has terminated its option.

Solving a Dec-SMDP-Com means specifying an option for each agent. Finding an optimal solu-
tion (which maximizes the global reward) is in general intractable, even for relatively small state
spaces and numbers of agents. Our goal however, as stated earlier, is not to solve the problem opti-
mally, but to present some specific simulation cases which demonstrate the advantages of modeling
a behaving population. The goal of all this notation, therefore, is just to establish what it means
to specify the problem, in particular to specify the behavior of each agent. We will see in Section 5
how this formulation is mapped onto a simulation system known as Indemics. To conclude this
section, we also note that, in the general setting, options and policies are probability distributions
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over state-action pairs, which means that this approach can be regarded as a phenomenological
version of more causally-oriented models like Belief-Desire-Intention models.

4.4. Belief-Desire-Intention model. The Belief-Desire-Intention (BDI) model was developed
as an architecture for planning for resource-bounded rational agents [36]. In this framework, the
agent is specified by its knowledge and behavior. The agent’s knowledge consists of its beliefs,
desires, and intentions, while its behavior consists of its perception and plan. Each of these terms
is explained below.

Beliefs are what the agent knows about the world, though the beliefs do not have to be true. In
most implementations, beliefs are expressed using logical propositions or statements. Beliefs may
be updated through interaction with the environment (perception) or through reasoning. Desires
represent the goals or objectives of the agent, and can be sequentially or hierarchically structured
to represent complex plans. Intentions are what the agent has chosen to do. The agent selects
a current plan based on the current intention. This framework is quite general, as it allows that
the current intention might lead to other (sub-)desires, which lead to other intentions, before the
current intention is satisfied. This leads to a stack structure for maintaining intentions.

Perception is the method by which the agent’s beliefs are updated. This involves interaction
with the environment as well as internal reasoning. It results in choosing the current intention and
plan. This decision-making can be specified by means of initiation and termination conditions for
plans, in much the same was as was done for the SMDP models in the previous section. A BDI
system typically contains a set of plans, or “plan library”. Each plan is specified by an initiation,
a termination condition, and a plan body which is a set of actions. A plan is activated when
its initiation conditions match the current beliefs and intention. Actions in the plan can lead to
further commitment and create an intention hierarchy as mentioned above. Termination conditions
represent commitment strategies, i.e., conditions for reconsidering intentions.

A number of implementations of BDI reasoning systems exist, such as JACK [134], Jadex [103],
GORITE [114], and SimpleBDI [40]. JACK is a platform that provides an agent-oriented language,
an extension of Java, allowing specification of beliefs, plans, etc. naturally. It also provides for inter-
agent communication, which facilitates building teams of agents. Jadex is primarily a BDI reasoning
engine, built using Java and XML. GORITE (Goal-Oriented Teams) is similar, but is explicitly
focused on teams. Its language is built around notions of roles, capabilities, performers, subteams
etc., in addition to BDI concepts for goal-oriented process models. The SimpleBDI system presents
a simplified syntax for BDI specification and integrates it into the GAMA multiagent modeling
platform [68].

BDI has been used in a number of domains including traffic modeling [115,124], land use change
[40], and evacuation [122]. It has been used for simulations with tens of thousands of agents. The
level of specification of agent-internal processes falls inbetween the cognitive modeling approach and
the MDP-style approaches described earlier, and consequently the level of scaling is intermediate
as well.

The main tradeoff in all modeling approaches described here is between cognitive realism and
scalability. One approach to improved scaling has been to provide only some of the agents in the
simulation with BDI-style reasoning capability, for example by integrating a BDI system [100,124]
with the MATSim traffic simulator [22]. To make BDI agents more cognitively realistic, there have
been attempts to draw extend the basic paradigm by drawing upon psychological concepts [97].
How to improve on both fronts remains an active area of research.
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5. Simulations to study coevolving behaviors and epidemics

To study the effects of interventions that consists of individual and collective behavior at different
levels to the dynamics of epidemics, we find it difficult to apply an analytical approach in a realistic
setting, due to the un-structured nature of the real world social contact network that represents the
interactions between the individuals, as well as the heterogeneities between them. Therefore, high
performance computing (HPC) based simulations are often the only feasible method for studying
the networked epidemic model in a large scale population setting. There are many HPC based
epidemic simulation models, including: (i) the Global-Scale Agent Model (GSAM) [102], a high-
performance agent-based epidemic model capable of simulating a disease outbreak in a population of
several billion simple agents over structured networks; (ii) FluTE [44] – a publicly available parallel
simulation engine that also falls in this broad category of models; which are capable of simulation.
Our group has also developed a variety of such simulation environments including EpiSimS [56],
EpiSimdemics [25, 35], and EpiFast [34]. All of these models developed by our group use a
very realistic representation of social contact networks, where each individual is assigned detailed
demographic profiles and daily activities and is connected to each other via social interactions.
These models are already flexible enough to represent pre-determined individual and collective
behavior as interventions to the simulated epidemics. They can even represent a limited class of
adaptive interventions: those that can be specified using the scenario language for EpiSimdemics
or the intervention language for EpiFast. We explain more details in Section 5.1.

As an example of collective behavior, massive vaccination is an effective public health mitigation
strategy which is often applied at the beginning of an epidemic; it is implemented as an intervention
to a predefined set of individuals in EpiSimdemics or EpiFast. As an example of individual
equilibrium strategy of the vaccination game described in Section 4.2, individuals with the same
pure NE strategy are pre-computed and assigned the corresponding interventions at the beginning
of the simulation by EpiSimdemics or EpiFast. Antiviral treatment to diagnosed individuals is
an example of adaptive behavior, which is taken only when the individuals reach a certain health
state; it is implemented in EpiFast as a triggered intervention. For detailed of the implementation
of these types of behavior, please see [25,34].

These models, however, lack the capability to fully represent adaptive behavior, such as individual
behavior in a Temporal Vaccination game described in Section 4.2; or collective behavior when
the collection of individuals is not pre-determined or pre-defined. Note that a pre-defined set of
individuals such as “diagnosed school age people” can be specified in EpiFast using its intervention
language; but if the definition itself is not known until the simulation reaches to a certain time
step, then it is beyond EpiFast capabilities. Furthermore, if a pre-defined set of individuals
has a complex structure, the specification of it it in EpiFast becomes cumbersome although still
possible. These simulation models can handle behavior associated with triggering conditions that
can be specified by their special languages, so in some sense they can handle adaptive behavior. But
for interventions that depend on simulation user’s decision making, or those that are complicated,
e.g. involving optimizations as in a game theoretical setting, then we need another model for fully
adaptive behavior. To this end, we have developed Indemics (Interactive Epidemic Simulation),
an interactive high-performance epidemic modeling framework [33]. It is able to fully support
simulation of individual as well as collective behavior that is adpative.

Simulation models such as EpiSimdemics and EpiFast are based on a mathematical abstraction
of epidemic simulation on a social network, called extended CGDDS (co-evolving graphical discrete
dynamical system), which models interaction based epidemic propagation simulation. On the other
hand, Indemics is based on a mathematical abstraction of interactive epidemic simulation, called
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interactive CGDDS. It is an overlay of an extended POMDP (Partially Observable Markov Decision
Process), which models intervention simulation, over the extended CGDDS. For the detailed formal
mathematical description of the extended CGDDS and POMDP models, and the detailed pseudo-
code algorithms of them, as well as the software architecture, implementation, and performance
analysis of Indemics, we refer the interested readers to [33].

5.1. Specification and implementation of behaviors in simulations. We end the section by
briefly describing how individual and collective behaviors are represented and implemented within
systems such as EpiSimdemics and Indemics.

Implementing behaviors in EpiSimdemics. It is an HPC based highly resolved modeling and
simulation system for representing and reasoning about large scale epidemics. It allows us to study
the joint evolution of policy, disease dynamics, human behavior and social networks as an epidemic
propagates. In EpiSimdecs, individuals’ normal behavior as daily activities are explicitly repre-
sented as schedules, which are lists of timed visits to locations. Interactions between individuals
are computed online from these schedules and the co-location of them. We are interested, however,
on the behavior that is taken to prevent or mitigate infections, i.e., intervention behavior. EpiSim-
demics can be used to study the impact of such behavior on the spread of infectious diseases over
extremely large interaction networks involving millions to billions of individuals. Each individual
decides its local behavior based on its own demographic attributes, its own health state, as well as
the global state of the simulation. In EpiSimdemics, contagion and behavior are modeled as cou-
pled PTTS (probabilistic timed transition systems). It extends finite state machine with the state
transitions being probabilistic and timed. The PTTS and the interaction network are co-evolving
in the following sense. An individual’s schedule may change when the health states of people it has
interactions with change, even if its own health state has not changed.

In EpiSimdemics each individual may have multiple schedules. Beyond the normative daily
schedule, it can have one for each intervention behavior it may take, e.g. staying home instead of
going to work. These additional schedules can be either precomputed to save simulation running
time, or computed during execution to allow adaptation to epidemic evolution. The individual
level interventions and public policy mitigation strategies are specified as scenarios. Scenarios
implement the individual and public policy level behavior as two types of changes: the disease
transmission probability changes are implemented as changes to one of a set of individuals’ sus-
ceptibility or infectivity; interactions between individuals can be removed, added, or altered by
choosing different schedules for them. Scenario makes the implementation of such changes flexible,
easy to understand, and computationally efficient.

One limitation of EpiSimdemics in representing behavior is that the decision of individual
behavior depends on either local information or global measures. Decisions made based on the
information of the network neighborhood, e.g., health state of neighbors in the network, are difficult
to compute efficiently.

Implementing behaviors in EpiFast. One of major difference between EpiFast and EpiSim-
demics is that in the former the interaction network is precomputed and explicitly represented.
Therefore, the normal daily schedules are not available. Instead, the behavioral interventions are
implemented in EpiFast as explicit modifications to the nodes and edges of the interaction net-
work. Each intervention is specified as a set of conditions, which represent local or global states, or
local behavior, and a set of actions. Local conditions include e.g. individual’s own health or other
state (infected, fear). Local behavior is the actions that are currently taken by the individual, e.g.
taking antiviral prophylaxis. Global states include e.g. overall prevalence of disease. Neighborhood
state can be represented as condition too. Actions include pharmaceutical or non-pharmaceutical
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interventions. They are taken when all the conditions are satisfied, which are checked for each
individual on each day in the EpiFast simulation. The actions change individuals’ attributes (in-
fectivity, susceptibility) or the edges of the interaction network, including the labels on the edges.

The class of behavioral interventions that can be handled by EpiFast has the following form:
for each individual v, if all the predefined global conditions cg1, c

g
2, . . . and all the predefined local

conditions c`1, c
`
2, . . . are satisfied, then change v’s attributes a1, a2, . . . and/or labels of edges incident

on v in a predefined manner.
This defines a very large set of interventions, some are adaptive to some extent. For example,

when one local condition is about individual’s health state which is evolving during the simulation,
the associated intervention adapts to the dynamic subset of individuals who satisfy this condition.
The adaptation is limited, however. The subpopulation involved in a collective behavior must be
predefined and prepared before the simulation. The conditions and the associated actions must
be predefined and specified for the simulation as well. We develop Indemics to allow interactive
specification of behavioral interventions.

Implementing behaviors in Indemics. We conclude this section by explaining how Indemics can
help simulate adaptive individual and collective behavior in epidemics using a concrete example:
Temporal Vaccination game. In a realistic setting, the transmissions are probabilistic; the
initial infections are not known to every individual; each individual only has a partial observation
of its distance-d neighbors; and vaccine has a delay, possibly of a few weeks, to take effect. Let π be
a strategy, e.g., take vaccination after observing at least one infection. With Indemics, we write a
separate code to represent this strategy, which after the epidemic is updated with new infections
and the data is copied to the data management system, queries the distance-d neighbors of each
individual and marks the individual for intervention if any infection is found, then sends the set
of marked individuals to the simulation component of Indemics for implementation of vaccination
intervention. The query can be computationally challenging using a relational database system and
a graph database may be more appropriate depending on the nature of the query. Using Indemics,
we can simulate and compare different strategies. Since the implementation of Indemics has a client
component, which allows interactive execution of the simulation, we can even allow a few human
users to play the Temporal Vaccination game, where they make decisions for the individuals in
the simulation after they run query on the epidemic data.

6. Inferring health behaviors using real-world data

We briefly discuss how health behaviors can be inferred in the real world. Traditionally, health
behaviors were inferred using survey methods and using administrative data. These methods mea-
sure aspects of health behavior ranging from sentiments, affects, and behaviors. The increased use
of social media has raised new avenues to understand health behaviors. Large observational studies
of population health behaviors are often limited in their ability to understand the causal mecha-
nisms. The advent of social media and online communities provides an important new resource
to infer and understand health behaviors and social influences on these behaviors. Technologies
include: (i) traditional and online survey tools, including Survey Monkey, Amazon Mechanical
Turks (MTurks), etc. (ii) online labor markets, e.g. MTurks, Jana.com; (iii) online friendship
and information sharing networks, e.g. twitter, Facebook, whatsapp, Google+, etc. (iv) virtual
organizations such as support groups for Cancer, obesity, etc.

Social networks play an important role in this setting. Social contact networks as discussed
earlier, are central for transmission of infectious diseases. Social networks (friendship networks,
information networks, etc.) have shown to be important for chronic diseases such as addiction
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Table 2. Table summarizing well known health surveys. See [91] for additional information.

Health Behavior Surveys

Survey Name Description

The Behavioral Risk Fac-

tor Surveillance System
(BRFSS) [3]

BRFSS is a state-based system of health surveys; it aims to collect uniform, state-

specific data on health risk behaviors, clinical preventive health practices, and health
care access that are associated with the leading causes of death and illness in the

United States.

National Health and Nu-

trition Examination Survey

(NHANES) [7]

A series of national surveys of American health and nutrition. NAHNES has been

conducted since the early 1960s.

Pregnancy Risk Assess-
ment Monitoring System

(PRAMS) [10]

A surveillance project of CDC and state health departments and aims to collects state-
specific, population-based data on maternal attitudes and experiences before, during,

and shortly after pregnancy.

Youth Risk Behavior Surveil-

lance System (YRBSS) [2]

It monitors priority health-risk behaviors and the prevalence of obesity and asthma

among youth and young adults.

National Survey on Drug Use

and Health (NSDUH) [9]

It provides yearly national and state-level data on the use of alcohol, tobacco, and

illicit and nonmedical prescription drugs in the United States.

National Longitudinal Study of
Adolescent to Adult Health

(Add Health) [11]

A longitudinal study of a nationally representative sample of adolescents in grades
7-12 in the United States. Add Health combines longitudinal survey data on respon-

dents social, economic, psychological and physical well-being with contextual data on

the family, neighborhood, community, school, friendships, peer groups, and romantic
relationships, providing unique opportunities to study how social environments and

behaviors in adolescence are linked to health and achievement outcomes in young

adulthood.

Framingham Heart Study [1] The objective of the study was to identify the common factors or characteristics that
contribute to CVD by following its development over a long period of time in a large

group of participants who had not yet developed overt symptoms of cardio vascular

disease or suffered a heart attack or stroke.

National Health Interview Sur-
vey (NHIS) [8]

Annual, cross-sectional survey intended to provide nationally representative estimates
on a wide range of health status and utilization measures among the non-military,

non-institutionalized population of the United States.

National Immunization Survey

(NIS)

It is a group of phone surveys conducted by CDC to provide current, household,

population-based, state and local area estimates of vaccination coverage among chil-
dren and teens using a standard survey methodology.

(smoking, alcohol, etc.), obesity and healthy lifestyle. The role of structure and influence within
this framework continues to be a challenge — individuals with similar traits form social ties with
one another (i.e. choice homophily), or because connected individuals influence one another to
adopt similar behaviors (i.e. social influence). Teasing out these effects in the context of addictive
behaviors is extensively discussed in the literature [49,130].

6.1. Inferring behavior using online and offline survey methods. There is a long and rich
history in collecting health behavior data using offline surveys, see [91]. There are a number of
ways to collect such data sets, including: (i) face-to-face surveys, (ii) telephone based surveys, (iii)
mail based surveys and (iv) Internet based surveys. Telephone based surveys were very popular as
evidenced by large scale surveys carried out by CDC and NIH using this technology. As pointed out
in [91], the quality of a survey is based on the following five metrics: (i) coverage, (ii) sampling, (iii)
non-response, (iv) measurement and (v) data processing. All survey methods have their relative
strengths and weaknesses. An important metric that is often ignored is cost. Good surveys are
expensive to conduct. The federal agencies in the US have commissioned a number of well known
health behavior surveys over the last 30 years. Some of the prominent ones are listed in Table 2;
see [91] for a comprehensive list.

Given the expensive nature of these surveys, it is usually not possible for small research groups to
undertake them. Online labor markets are an important source of behavioral and social information
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that can provide answers to survey questions in a timely and inexpensive manner. Whether the
results of these surveys can be reliably used has been an important topic of discussion among
researchers who use online labor markets. Their studies have compared the biases and fallacies
that are often found in laboratory respondents with the MTurk workers and shown that similar
behavioral and social phenomenon can be expected from online workers [30,66,101].

To be part of the MTurk workforce one needs a computer and basic computer skills, which make
it challenging for the majority of the population [94] in developing countries. However mobile
phones have a high penetration rate even in remote parts of the world so they have become an
important alternative for both active and passive data collection. Smart phones are equipped
with accelerometer, digital compass, GPS, camera and microphone, all of which can collectively
gather detailed information on people’s activities, locations, environment, demographics and other
attributes in unprecedented ways [52] . For example, work by [57] discovers daily activities of
individuals from large scale mobile data. [53] uses communication logs of subscribers to impute
their socio-economic status, home location (rural vs. urban) and correlations between patterns
of communication and social environment. Jana.com and MFour use mobile phone technology to
conduct real time surveys.

6.2. Inferring behaviors using social media data. Over the last several years, social media
have been analyzed extensively to understand the kinds of behaviors that are revealed by people
through online information sharing and interaction. In the public health context this has been
termed digital epidemiology [119], and has been applied extensively to tracking infectious disease
outbreaks such as influenza [82].

From a behavioral perspective, social media data provide insight into attitudes (e.g., attitudes
towards vaccination [76,121]), moods [18,50,64], and risky behaviors (e.g., smoking [129]).

Methodologically, a number of different approaches have been applied to these problems. Broadly,
these involve various classes of machine learning, including supervised learning, structured learning,
and time series learning. A few examples are given below, though the literature is vast.

Tuli did sentiment analysis of smoking-related tweets as well as an analysis of spatial hotspots of e-
cigarette-related tweets using multiple machine learning classifiers [129]. He also used classification
techniques to infer age-groups of tweeters, which allowed estimation of the numbers of pro-smoking
tweets being seen by underage Twitter users.

When inferring behaviors of users, it is helpful to account for the fact that they are not inde-
pendent of each other, due to homophily and/or social influence. Tang and Liu showed that taking
the network structure into account by clustering edges and then treating the clusters as features
for discriminative learning allowed behavioral inference for large-scale online social networks [128].

Inferring the underlying list of daily activities from Twitter data has been difficult due to sparsity.
People do not tweet about every single activity they are doing during a day. Zhang et al. developed a
novel grouping mechanism that allowed them to learn a hidden Markov model for inferring activities
like taking classes, going home, having dinner, and playing sports [138].

In general, the power and usefulness of social media for understanding health behaviors (and
affecting them) is still being assessed [41]. For the first time, we have the opportunity to observe
human health-related behavior “in the wild” and at scale, allowing exploration and understanding
beyond the average case.

6.3. Inferring behaviors using crowdsourced webapps. Over the last few years, a number
of crowdsourced methods for estimating disease prevalence have been developed. This includes:
Google Flu Trends, Flu Near You: Flu Near You [4], HealthMap [5], MappyHealth [6], iEpi [70],
EpiCollect [13] to mention a few. The technologies differ in the use of specific learning method used,
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the disease and the region tracked, and the methods used to collect data. Crowdsourced methods for
specifically inferring affects and behaviors as they pertain to public health epidemiology have also
been studied but not extensively; see [120]. WISDM [12] uses active learning based model driven
approach to collect information. The approach requires access to active sources of information and
a powerful modeling capability at the backend to drive the information collection tasks.

It is a challenge to gather longitudinal information from online sources given the payoff is either
very small or non-existent. Researchers such as [31, 32] have studied this and suggested using a
retainer model which gives extra monetary compensation to workers who agree to be on call while
they pursue other tasks and stay ready to respond as soon as tasks arrive. Results show that in case
of these pre-recruited workers, the tasks begin within 500 milliseconds after they are posted. This
model uses queuing theory to show relationships between arrival rate of tasks, workers’ response
time, the size of the retainer pool, cost and expected wait time.

6.4. Mapping behavioral models on synthetic agents. An important question that arises in
epidemic modeling is to map the behaviors that were inferred via surveys and online social media
onto synthetic agents in networked models. The basic question has been not been well studied.
In [38] we take initial steps in this direction. We study the potential utility of online surveys for
epidemic surveillance of diseases like Influenza in Delhi, India. The basic idea is to match synthetic
individuals with surveyed individuals much like is done when creating synthetic populations. The
matching uses basic demographic attributes and then assigns the inferred behaviors to synthetic
individuals. Formally for each synthetic individual Ps, we find the best matched real individual Pr,
based on demographic attributes D. Then the behavior of Ps is the inferred behavior of Pr. The
basic procedure is fairly straightforward. The complications arise in two ways: (i) the sampling
frame is almost always biased, and needs to be corrected; (ii) it is not easy to get the demographic
attributes of individuals when mining social media data.

In [38], we develop a simulation based approach that combines active data collected online, with
passive data collected offline by the Census in India for epidemic state inference. Specifically,
results of an MTurk survey were combined with an agent-based model of Delhi’s population. The
individuals in this synthetic population are statistically indistinguishable from the Delhi Census
when aggregated to a block group level [45, 136]. From this synthetic population, we marked
individuals whose demographics most closely matched the demographics of the MTurk respondents.
Next Influenza epidemic simulations were run on the entire Delhi synthetic population using an
SEIR disease model. At the end of simulations, health state of this marked sample was studied and
compared to the overall epidemic characteristics of the entire synthetic population. The difference
in the epidemic characteristics in the marked sample and the overall population provided a proxy
for the likely bias in surveillance if the surveillance was based only on the online MTurk sample.

7. Behavioral Interventions and interactions

One major challenge in the field of health behaviors is the determination as to which behavior
or behaviors to intervene, how many and in what order. Are there synergies from implementing
multiple behavioral changes simultaneously or do they increase the cost of effort to the point where
they multiply in terms of their burden? If multiple behavioral interventions have to be applied
then in what order should they be applied and how should their success be measured? From the
standpoint of mathematical modeling, one should be able to represent these aspects. We discuss
these issues briefly below.

Measuring the impact. A variety of metrics have been used by researchers for measuring the impact
of interventions [14, 63, 89, 96, 135]. For example, in [14, 89] the authors use the percent of target
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population recruited, retention of the population and efficacy of the intervention:

Impact = recruitment× retention× efficacy

For multiple behaviors, this metric was modified to include the number of behaviors [96,135]:

Impact = recruitment× retention× efficacy× number of behaviors

Recruitment. Recruitment is the fraction of people intervened in the target population whereas
retention is the frequency of intervention. Efficacy can be measured in a variety of ways, e.g. efficacy
can be evaluated in terms of QALY (quality adjusted life years) or DALY (disability adjusted life
years). DALY combines mortality and morbidity into one by measuring the disease burden in terms
of time lost due to ill health and early death. One DALY is equal to one year of healthy life lost.
However QALY measures the increase in quality adjusted life expectancy and accounts for both
effectiveness and cost-effectiveness of an intervention. One QALY is one year of healthy life gained.

Glasgow et al. expanded Abrams’ impact metric [14] to include other factors such as adoption,
implementation and maintenance [63].

7.1. Behavioral interactions. Individual behaviors and habits are often connected either due to
time constraints or accessibility to resources or social synergies or natural tendencies. For example
drinkers are more likely to smoke than non drinkers; individuals who are physically inactive, also
may not spend the effort to prepare home-cooked meals. Unhealthy behaviors are especially known
to cluster.

Huang et al. [73] report that certain behaviors share variance among them which causes change
in one behavior to affect the prevalence of another. This kind of cross elasticity between behaviors
and their clustering increases the disease risk to a level higher than either behavior alone could
cause [39,106].

If behaviors cluster, the intervention strategies need to be adjusted based on the level of their
covariance. It is also important to identify which behaviors are primary and which ones are sec-
ondary. If intervening a primary behavior reduces the prevalence of secondary behavior but not
vice versa, then the initial target should be the primary behavior.

Some researchers have argued that interventions need to address multiple risk behaviors simul-
taneously in order to have lasting effects. Multiple healthy behaviors are shown to have a much
greater impact than a single-behavior intervention. For example, Manson et al. [85] showed that
smoking cessation alone can lower the risk of cardiovascular disease by 50-70% but this combined
with a physically active lifestyle can further reduce it by 45%. A multi-pronged approach is likely
to be more successful as well as less expensive [106,133].

Although there is evidence that treating multiple behaviors is more effective than a single be-
havior, the liability imposed in terms of required change in life style by each behavior intervention
may be too burdensome to be practically implementable. According to Nigg et al. [96], “there
may be a maximum number or hierarchy of order of behaviors that individuals can better cope
with trying to change at any given time and with different incentives.” More research is needed to
understand the motivations and incentives behind acceptance of multiple behavioral interventions
and the effectiveness of these interventions.

8. Case studies

We discuss three case studies that demonstrate the important role of health behavior in control-
ling and responding to epidemics.
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Figure 3. Multi-theory multi-layer network rep-
resentations and co-evolution of behavioral mod-
els within the context of public health epidemi-
ology. The layers represent examples of different
kinds of networks in the nodes that might be in-
volved. The top layer is a social contact network
formed by co-location constraints, on which dis-
eases spread. The middle layer is a friendship net-
work that aids the spread of complex contagions,
e.g. using antivirals. Finally, the bottom layer
is an information network that aids the spread of
disease perception, fear and epidemic state.

8.1. Distribution of limited antivirals dur-
ing an influenza pandemic. In [46], we
examined the aggregate effects of interactions
among individual behavior, social contact net-
works and public policies, and ways to take
these interactions into account in planning for
and responding to threats such as infectious dis-
ease outbreaks. In the event of a flu outbreak,
changes in the structure of the social contact
network due to behavioral changes is the most
important yet difficult to predict factor deter-
mining spread. Planners must take individ-
ual behavior into account when preparing for
crises because social responses to public policy
can create unusual patterns of social contacts,
making it exceedingly complicated to predict
and prepare an optimum response. Human re-
sponse, public policies and specific crisis situa-
tions are intricately inter-twined with one an-
other.

We used an economic perspective to study
how disease prevalence, social contact networks
and individual behavior co-evolve. A specific
scenario was considered: Given a limited stock-
pile of antivirals, is there an optimum antiviral
allocation strategy between the market-based
availability and public distribution via hospitals that minimizes the attack rate and recovers the
cost of antivirals through the market. The study investigated the interaction between the prevalence
of the disease, which is decreased by the demand for antivirals, and the demand for antiviral itself,
which is increased by the extent of the disease. The degree to which disease prevalence induced
demand for antiviral drugs was determined by the prevalence elasticity of demand for prevention
against the disease.

We isolated the effects of changes in individual behavior caused by the fear of prevalence, and
by the changes in the social contact network due to isolation, on the spread of the disease. The
results showed that prevalence-elastic demand for antivirals could delay the onset of the outbreak
and changes in social network caused by quarantine could reduce the peak of the epidemic curve
by a significant amount. It also showed that allocating the entire stockpile of antivirals to just the
public sector or just the private sector was a sub-optimal strategy given the model parameters.

8.2. Primary caregivers’ behavior and their role in containing secondary transmission
within households. This case study illustrates how details of the contact structure within a
household are important in affecting the spread of a flu-like illness and whether changes in in-home
care giving arrangements can significantly affect the total attack rate [86]. We consider two extreme
possibilities for the structure of contacts of symptomatic individuals i.e. a full mixing (complete)
graph and a single caregiver (star). In the full mixing model, every person is assumed in contact
with every other person in the household and in the single caregiver model, every person but one is
in contact with a single care-giver (who thus is in contact with every other person in the household).
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The complete graph is commonly used to model within-household contacts in network models for
epidemiology. The star contact pattern is suggested both by data on household secondary attack
rates (SAR) for H1N1 and by commonly practiced home care-giving strategies. For example, a
child who becomes ill is often sequestered from the rest of the family except for a single adult who
provides care.

Our results show that the secondary attack rate (SAR) does not depend significantly on the
household size in the full mixing case, but it does in the single caregiver case; the converse is true
for the absolute number of secondary household infections. Moreover, this difference between the
two cases leads to signicant differences in calibrating the transmission rate to a given total attack
rate (or, equivalently, signicant differences in total attack rate for a fixed transmission rate).

We draw two conclusions: (i) details about human behavior and household contact structure
matter in epidemiological models. Incorrect assumptions regarding details of the household struc-
ture can result in a mis-specified model. Although it is still possible to calibrate each of the models
to any desired total attack rate, for the mis-specified model, this would result in biasing inferred
person-person transmissibility away from its true value. When such a calibrated, but mis-specied,
model is used to study the effectiveness of interventions, it will in turn bias estimates of the inter-
ventions effectiveness; and (ii) promoting best practices for in-home care-giving strategies may be
a cost-effective component of controlling an epidemic.

The conclusions imply that public health policy researchers should study the impact of priori-
tizing the provision of prophylactic medicines to primary caregivers, on the overall attack rate and
caregivers’ relative risk of infection.

8.3. Friendship networks, social norms and obesity. In [87], we use Add Health longitudinal
survey data [69] collected from adolescents and young adults to study the relationship between
perceived weight status, actual weight status, relative weight status (i.e., relative to ones friends
weight) and weight goals of individuals. This study evaluates how individual weight perceptions
might be formed, what these perceptions do to the weight goals, and how friends’ relative weight
affects one’s own weight perception and weight goals.

Add Health survey collects data on each respondent’s friends. In each wave of the study, each
respondent was asked to nominate 5 male and 5 female friends. Each nomination creates a direc-
tional link in the friendship network between ego and the nominated person. This study considers
only those friendship links that are bi-directional between respondents. This mutual-nomination
measure of friendship differs from other notable research on this topic where friends are measured
by the out-degree or in-degree measure [126].

Multinomial logistic regression results show that relative weight is a significant predictor of the
perceived weight status, and the perceived weight status is a significant predictor of weight goal.
Hence, individuals who are heavier than their friends are more likely to have the goal of losing
weight and vice versa. This is an important finding as it suggests novel modifiable social and
behavioral factors that can be intervened to combat obesity among adolescents and young adults.

This work also studies causality between Body Mass Index (BMI) and social marginalization
using Granger’s causality test [17]. Social marginalization is measured by the number of friendship
links each individual has and the results show that it is obesity that causes social marginalization
and not vice versa. The results of this research show that the interventions aimed at reducing
obesity among children and young adults should take into account their friendship effects, since the
weight status of the close social network determines the social norms and level of social acceptance of
obesity, which consequently affects individuals awareness of their weight status, and their willingness
to make efforts towards a healthier weight.
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