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Abstract

Objectives: Using a systems-level approach, develop a large-scale, individual-based, simulation framework for an-
alyzing the spread and control of smoking behavior in adolescent populations. Methods: We create a synthetic
information environment that combines Add Health data with synthetic population data to create a model of smoking
behavior diffusion in middle and high schools. This also involves generating synthetic friendship networks based on
real friendship networks from the Add Health data. Simulations are done for a three-year period, using an efficient
parallel simulation engine. Results: We derive diffusion curves by smoking rate, age, gender, and parents’ smoking
status, separately for the middle and high schoolers. We also compare them with similar diffusion curves obtained
from the real friendship networks from Add Health. Conclusions: This research builds a synthetic laboratory for
social epidemiologists where a rich representation of individual characteristics and contextual factors can be taken
into account to understand the global dynamics of a variety of individual behaviors pertaining to smoking.

1 Introduction
Youth smoking is a challenging global public health problem. Adolescence is considered to be the period of greatest
risk for smoking initiation [22]. CDC 2003 statistics show that 80% of smokers began smoking before the age of 18
years and 90% began before the age of 21. Tobacco is also a “gateway” drug because it makes adolescents who are
smokers more likely to use alcohol and illicit drugs than the adolescents who are non-smokers. Studies have shown
that the habitual use of less deleterious drugs leads to a future risk of more dangerous drugs [23].

The risk of smoking among adolescents has been explained by a multitude of individual and contextual factors,
including place of residence [3], schools and peer networks [31, 12, 27], parental and familial influences [18], media
messages [32], cigarette prices and policies [24], socioeconomic factors [11], and biological and cognitive factors
[15, 33]. There is also significant geographical variability, over relatively small spatial scales. For example, a recent
study by the CDC [8] shows that geographical variability in the prevalence of youth smoking varies from 13% to 53%
in the 60 areas considered just in the state of Minnesota. The researchers found that the variability in area-level smoking
prevalence is associated with area-level socio-demographic characteristics. Given the number of factors involved and
the complexity of the problem, more and more researchers are proposing multi-level, integrated, ecological designs as
the best way forward [8, 17, 29, 30].

In keeping with this view, we are developing a synthetic information environment to understand the problem of
smoking among adolescents and young adults. The foremost challenge to developing a complete picture of the problem
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is data availability, because of the number of factors involved and the scale of the problem. Our approach, therefore, is
focused on synthesizing multiple disparate data sources into a single coherent, comprehensive framework [4].

This framework involves generating an entire synthetic population for the region of interest, including demograph-
ics, family relationships, activities, friendship and physical collocation networks, and the smoking behavior of each
synthetic individual. The synthetic individuals, their family ties, activities, and collocation-based social networks data
are generated using methodology developed in our lab over the past several years (see section 2.1 for details).

The present work describes an ongoing project to extend our synthetic information environment to model the spread
of smoking behavior. We develop methods for generating synthetic friendship networks for the synthetic population,
based on the friendship networks obtained from the National Longitudinal Study of Adolescent Health (“Add Health”)
[21], and a diffusion model for the spread of smoking behavior over the adolescent social network. The synthetic
friendship networks are merged with the synthetic collocation-based social network data with the aim of generating a
complete global structure around the adolescents.

The rest of this paper is organized as follows. We describe our methods for generating synthetic populations with
their associated demographics, activities and social networks, and our methods for simulating the spread of smoking
behavior on these social networks. Then we perform a brief case study to demonstrate the utility of this framework.
Using the synthetic friendship networks of a few high schools and middle schools in the Southwest Virginia region,
we simulate the diffusion of smoking behavior and analyze the results by age, gender, parents’ smoking status and the
smoking rate. We also compare them with a benchmark school taken from the Add Health data which contains real
friendship links and other personal attributes collected through survey.

2 Methods
We create a synthetic population for Montgomery County in the state of Virginia, from which we extract the sub-
populations corresponding to each of the eight middle and high schools in the region. A synthetic population consists
of a data set describing the population of a region of interest, that is realistic but anonymous. The people described in
the synthetic data are statistically equivalent to the real individuals if measured by their demographics (as given in the
US Census data) at a block group level. The process by which a synthetic population is generated is described only in
brief below, since it is not a novel contribution of the present work. Further details can be found in several publications
[7, 16, 4, 9].

2.1 Generating synthetic populations
Data about land use and demographic information, combined with survey data from thousands of households are
employed to create a synthetic population. The synthetic individuals carry with them a complete range of demographic
attributes collected from the census data, including variables such as income, gender, age and household size. These
synthetic individuals (agents) interact, as real people do, with various degrees of fidelity, with each other and with the
built infrastructure (locations of shopping, work, school, daycare etc.) to produce a realistic social contact network
based on the movements and the activities of every individual in the population.

Each synthetic individual is placed in a household with other synthetic people and each household is placed geo-
graphically in such a way that a census of the synthetic population is statistically indistinguishable from the original
census, if aggregated to the block group level. Synthetic populations are thus statistically indistinguishable from the
census data. Since they are synthetic, the privacy of individuals within the population is protected.
Activity Based Models:

Once the population is built, in step 2, a set of activity templates for households are determined, based on several
thousand responses to an activity or time-use survey. The modeling methodology is called activity based and is now
accepted as the de facto standard for travel demand models in transportation science [2, 1, e.g.]. Our early work in
this area played an important role in the development of this methodology. The activity templates include the sort
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of activities each household member performs and the time of day they are performed. Each synthetic household is
then matched with one of the survey households, using a decision tree based on demographics such as the number of
workers in the household, number of children of various ages, etc. The synthetic household is assigned the activity
template of its matching survey household. This produces synthetic individuals that, just like real individuals, now
have intentions to carry out activities like eating, socializing, shopping, etc.
Locating activities:

In step 3, for each household and each activity performed by each household member, a preliminary assignment of
a location is made based on observed land-use patterns, tax data, etc. All activity locations are worked around anchor
activity locations. A gravity model or multinomial logistic choice model can be used to assign activities to locations.
We typically use the gravity model. The gravity model for picking a work location j given that the home is at location
i is:

Pr(j|i) ∝ wje
bTij .

Here wj is the work weight (or work attractor given by the land use data) given to the activity location, b is a negative
constant, Tij is the travel time or distance between locations i and j. This model suggests that the probability of j
being assigned a work location to an individual whose home is at i is directly proportional to the work weight given to
j and the distance between i and j. The set of location assignments can be adjusted iteratively to ensure feasibility in
terms of commute time and time spent performing the activity. For example if a tentative assignment requires driving
across town at rush hour in a few minutes, the origin and or destination locations can be re-assigned. Thus demographic
information for each person and location, and a minute-by-minute schedule of each person’s activities and the locations
where these activities take place are generated by a combination of simulation and data fusion techniques.
Deriving a social contact network:

In step 4, a social contact network for the above population is constructed as follows. We represent people and
locations as vertices in a graph. An edge in the graph indicates that a person visited a location. More formally, we
have a labeled dynamic bipartite graph GPL, where P is the set of people and L is the set of locations. If a person
p ∈ P visits a location ` ∈ L, there is an edge (p, `, label) ∈ E(GPL) between them, where label is a record of the
type of activity of the visit and its start and end times. Each vertex (person and location) can also have labels. The
person labels correspond to demographic attributes such as age, income, etc. The labels attached to locations specify
the location’s attributes such as its x and y coordinates, maximum capacity, etc. Note that there can be multiple edges
between a person and a location recording different visits. Finally, we can project the bipartite graph onto the people,
adding an edge between two people if they are co-located – simultaneously present in the same location.

This process generates a realistic social contact network that is specific to each geographic area because of its
dependence on “contingent realities” for the area – demographics of people who live there and the distribution of
actual activity locations.

Merging and overlaying the friendship network onto the synthetic individuals (as described below) adds new char-
acteristics pertaining to health, risk behaviors, personal traits, and peer groups to these individuals. This modeling
framework will provide a rich representation of individual characteristics that can be used by the social epidemiolo-
gists to study the global dynamics of a variety of individual behavior.

2.2 Why synthetic populations?
There are important reasons why we use synthetic information:

• Synthetic populations represent fundamentally new information. It is impossible to generate the social contact
network for an entire region (city, county, state, country) through survey-based methods. By deriving these
populations and networks from the fusion of multiple datasets, we are generating new information.

• Synthetic populations are inherently anonymized. They match the statistical structure of the real population, but
only at a reasonable level of aggregation (at the blockgroup level, in our work), not at the individual level. Thus,
this approach avoids the ethical challenge of using personally identifiable information.
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• Synthetic populations are disaggregated, which allows investigation of very realistic and detailed interventions,
e.g. closing particular schools on particular days, vaccinating particular demographic groups in particular regions
(if modeling disease spread), and so on. This provides precisely the kind of knowledge needed for effective
policy-making.

The above methodology has been implemented successfully and tested rigorously in many applications involving
computational epidemiology, computational social science, and computational economics [16, 5, 25, 6].

From the synthetic population, a subpopulation corresponding to the adolescents who attend each of the eight
schools (four middle schools and four high schools) in Montgomery County are extracted. Then methods to generate
realistic friendship networks for these subpopulations based on the friendship networks in the Add Health data are
developed. A set of initial conditions and a diffusion model is developed to study the spread of smoking behavior in
this subpopulation.

2.3 Generating Synthetic Friendship Networks
Social networks as well as friendship networks consist of nested community structures, which means they have struc-
ture at multiple scales [20, 19, 13]. In order to generate realistic synthetic friendship networks it is important to be able
to model this multi-level structure, and generate networks which match this structure.

To model the hierarchical structure of the Add Health friendship networks, the approach of Clauset, Moore, and
Newman [13] has been used. They developed a method to estimate a generative model for a given network, using
a dendrogram. A dendrogram is a binary tree where the leaves correspond to nodes of the given network and each
interior node of the dendrogram carries the probability of a link between the leaves in the left subtree and the leaves in
the right subtree rooted at that interior node. For example, if the given network consists of two large clusters of equal
size connected to each other by just a few links, then the root node of the dendrogram should have the network nodes
corresponding to one cluster as the leaves in the left subtree and the network nodes corresponding to the other cluster
as the leaves in the right subtree, and the probability at the root node should be a small number (it is calculated as the
number of actual cross-links between the two clusters divided by the number of possible cross-links).

A dendrogram, thus, represents a probability distribution over networks, where the probability of a link between any
two nodes in the network is given by the probability at their lowest common ancestor in the dendrogram. Their method
finds dendrograms that, given a network, have a high probability of having generated that network. Their method in
fact allows finding many such dendrograms, since it samples from the posterior distribution over dendrograms given
a network, assuming a uniform prior. Once we have a dendrogram, it is possible to generate a new random network
that matches the structure of the given network as follows. We start with a network without any links. Then, for each
interior node of the dendrogram, we add random links across the network nodes at the left and right subtree leaves,
with the probability carried by the interior node.

This method has the following limitation. Given a network with m nodes, the dendrogram that is learned from
it can only be used to generate new random networks with m nodes. If we wish to generate a new network of a
different size, we have to adapt this method somehow. Thus, to generate synthetic friendship networks for the schools
in Montgomery County, we take the following approach. We use Clauset et al.’s method to generate 10 dendrograms
for each of the 84 friendship networks in the Add Health data. We then learn a model over dendrograms, in order
to generate new dendrograms of the requisite sizes for the Montgomery County school populations. This model over
dendrograms is a graph grammar. A graph grammar is a generative model over graphs that consists of a set of rewrite
rules (optionally with associated probabilities) that can be recursively applied to generate a structure such as a graph.
Since dendrograms are binary trees, the associated graph grammar is particularly simple. It consists of just one rewrite
rule, i.e. add two child nodes to a given interior node of the dendrogram.

Now, if we want to generate a dendrogram for a network with m nodes, we start with the root node of the dendro-
gram and then we “grow” it by adding two child nodes. The decisions that must be made here are, how many network
nodes to assign to the left subtree (say, k, which means that m− k will be leaves of the right subtree), and what should

4



be the probability of links between the network nodes in the left subtree and the right subtree (say, p). Once these
decisions are made, we can recursively grow the child nodes until we get to the leaves of the dendrogram, which are
the network nodes.

The dendrograms which are learned from the friendship networks in the Add Health data provide us with a set of
(m, k, p) tuples from which the distributions P (k|m) and P (p|m, k) can be estimated, which we were able to fit with a
beta-binomial distribution. Sampling this estimated distribution now allows us to generate realistic synthetic friendship
networks for the adolescent populations of the Montgomery County schools. Once these networks are generated, one
final step remains – to map the synthetic individuals to the nodes of the generated network in a way that matches the
friendship demographics in the Add Health data as closely as possible.

A simulated annealing procedure is used to achieve this mapping. This procedure starts by mapping the synthetic
individuals onto nodes of the generated friendship network randomly. Then the Kullback-Leibler (KL) divergence (see,
e.g., [14] for a definition) between distributions over friend-age and friend-gender from the Add Health data and from
the above mapping is calculated. Next, iteratively, the locations of two randomly chosen individuals in the network
are swapped and the change in the KL divergence is calculated. If the change is negative, the new mapping is kept,
otherwise it is kept with a small probability. The procedure is iterated until the KL divergence stabilizes. Figures 1
and 2 show that we are able to achieve a good approximation to the distributions from data. This finally creates a
friendship network for each school in Montgomery County that matches the Add Health networks in structure as well
as demographic distributions.
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Figure 1: A comparison of the real (from Add Health) and synthetic (through simulated annealing) distributions of
numbers of friends of age 16, 17, and 18, for one of the high schools in the region.
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Figure 2: A comparison of the real (from Add Health) and synthetic (through simulated annealing) distributions of
numbers of friends of each gender, for one of the high schools in the region.
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2.4 Setting up Initial Conditions
We divide smokers into 6 states, depending on the number of cigarettes smoked per day. State 0 corresponds to non-
smokers and states 1 through 5 correspond to 1-5, 6-10, 11-20, 20-40, and> 40 cigarettes smoked per day, respectively.
To assign initial states to adolescents in the synthetic population we have two possibilities. First, we could fit a Poisson
regression model to the variables Age, Gender, and Parents Smoke in the Add Health data. A second possibility,
which gives a better fit to the Add Health data, is to fit the model for each age individually. This yields a set of λ
values (parameters determining the Poisson distributions), one for each possible combination of the Age, Gender, and
Parents Smoke variables. This is the model we use in the simulations.

2.5 Determining the Diffusion Process
The diffusion of smoking behavior through the population is modeled as a coupled stochastic finite-state machine
system. Each synthetic individual has associated with him/her a stochastic finite-state machine which represents that
individual’s current smoking state. The coupling between the finite-state machines means that probabilities of transition
between states can depend on the states of the neighboring individuals in the network. This allows modeling the
influence of the peer group on smoking behavior. Additionally, the probabilities can depend on demographic variables
associated with the individual.

The Add Health data contain information about smoking state transitions only on a yearly basis. Therefore, a model
for yearly transitions is first developed and then this model is modified to daily transitions. The yearly transitions
between smoking states are modeled by considering each of the starting smoking states separately. Poisson regressions
were fit to the transition from the initial smoking state in wave 1 to final smoking states in wave 2. The independent
variables in the fits were: Age, Gender, Parents Smoke, and the Number of Friends that Smoke. In these 6
Poisson regressions (one for each of the initial states 0 to 5) only those with initial states of 0 or 1 have significant
independent variables. Therefore, if the initial state is 0 or 1, the stochastic yearly transition model is Poisson with
parameters given by the Poisson regression. Transitions from the initial smoking states 2 through 5 are modeled by a
multinomial.

To convert this yearly model into a daily transition model, we adopt the following scheme. Each simulation day
a decision is made for each individual whether to accept the transition generated by the above methods or to make
no change in the individual’s smoking state. This decision is stochastic in nature and is calibrated so that at least one
transition is accepted over 365 days with probability .99 (which is an arbitrarily chosen value). To ensure this condition,
every day of the simulation (and for each individual) a coin flip is made with probability paccept = 0.0125376 of
accepting a transition from above yearly models.

Given the above, the daily transition model has two steps:

1. Decide if the individual is going to accept a transition change. If not keep the smoking state the same.

2. If a transition is accepted draw the transition state using the yearly transition model.

2.6 The simulation engine
The simulation engine is built upon a discrete-time simulator called EpiFast [10], with modifications as described here.
Primary inputs for one simulation consist of the influence network (a set of edges, where an edge from node a to node
b means that node a is influenced by node b); node traits (age, gender, and whether at least one parent smokes); set of
states, a state transition model, and parameters; and initial conditions as described in the Methods section of the main
paper. Outputs from the simulation are the states of the nodes at each time step of a simulation.

The set of network nodes is V and the corresponding set of states for the nodes at time t is St. Hence, at time t,
node v ∈ V is in state s(v)t ∈ St. The configuration at a particular time Ct is given by (V, St). The set of admissible
states is S = {0, 1, 2, 3, 4, 5}, consistent with the model description of the Methods section 2.
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A simulation consists of one or more iterations. An iteration, also called a realization, begins with each member
of the population seeded with one of the six possible states. This is the initial configuration C0. Each iteration has a
different initial configuration, computed independently. The time unit here is one day, although any granularity of time
can be utilized. Node states are evolved in time according to the state transition model, which computes Ct+1 from Ct,
a Markov process. The state of a particular node v at time t+ 1 is computed from the states of v and its influencers or
neighbors nbr(v) at time t, and the traits of v. Nodes (children) are aged in an iteration by incrementing the age every
365 days.

A high level description of the simulation engine is given in Algorithm 2.1, with inputs and outputs specified. The
distributed application is written in C++ and uses the Message Passing Interface (MPI) for communications. Different
state transition models can be utilized for simulations. The simulation engine uses a master-worker paradigm. A
processor owns a set of nodes called the influencees (i.e., agents that are influenced by other agents). For each iteration
and day, every processor requires the states of all influencers for the nodes it owns, in order to compute the next states
for the influencees. These broadcast operations are the most expensive in the execution.

Algorithm 2.1 Simulation Program Flow
1: Inputs: network G, node traits T , state transition model M and parameters R, set of states S, number of iterations
ni, number of days per iteration d, set of initial configurations C0,ni

2: Outputs: set of configurations C∗ over all ni iterations and at each time t.
3:
4: Workers read in a portion of network G.
5: Workers load specified state transition model, M .
6: Master reads in node traits T and passes them to the owners (workers).
7: for i = 1 to ni do
8: Master reads and sends initial conditions to workers.
9: for j = 1 to d do

10: if 365 time steps (days) have been simulated then
11: Workers increment the ages of their owned nodes.
12: end if
13: Worker computes next state for each owned node.
14: Worker sends state values to master; master prints nodes and their states to output.
15: Workers send updated states of their owned nodes to all other workers.
16: end for
17: end for

Simulations were typically run on 10 nodes of a 96-node cluster, with each node comprised of 2 Intel Quad-Core
Xeon E5440 processors and 2 GB of volatile memory per core. A 100-iteration, 3-year simulation for a 10,000-node,
140,000-edge network typically takes about 25 minutes.

3 Results
The model was applied to the 4 high schools and 4 middle schools, as mentioned earlier, but due to the space limitations,
a representative high school and a representative middle school are selected to report the results. Results for the
remaining six schools are qualitatively similar to the results shown here.

The representative high school has 769 students of which 407 are females and 362 are males. The age of the
students vary between 16-18 years. 19.2% of their parents are smokers and the number of friendship edges between
the students is 4551. The middle school has a total of 833 students. Among them 402 are females and 431 are males.
The students’ age range from 13 to 15 years. This school has 4949 friendship edges among the students and 19.7% of
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their parents are smokers. To compare with a baseline real network, the model is also applied to one of the Add Health
school network. This school has 790 students, of which 368 are females and 422 are males. The age of the students
vary from 12 to 18 and grades from 6th to 12th. 19.5% of their parents smoke and the number of friendship edges
between the students is 1953.

Simulations were run using an efficient distributed simulation engine, which is capable of simulating the diffusion
process over a three year period in a few minutes, as described earlier. For each school, 100 iterations were run and
average results are reported. Figure 3 shows the results for the middle school and the high school networks along with
a school from the Add Health data. The fraction of student population belonging to states 1 through 5 are shown over a
period of 3 years. The time simulated was for 6 years but the curves were fairly flat after 3 years and hence the focus of
the analysis is on the first 3 years. For both schools, the curves are almost similar in shape. The number of individuals
in state 5 is almost constant over time. This implies that the number of people transitioning in and out of this state
is about the same. On the other hand, the number of people in state 4 shows a marginal increase over the three year
period before becoming flat.

(a) Middle school. (b) High school. (c) Add Health School Network.

Figure 3: This figure shows the fraction of middle-school students, high-school students and an Add Health school
network, belonging to states 1 through 5. The middle and high schools are from the Montgomery county in Virginia
and are based on synthetic dataset. The Add Health school network contains survey data for a school with grades 6
through 12 and students with ages 12 through 18. The simulated time is 3 years for all the three schools.

An interesting difference between the two figures appears in state 1 (1-5 cigarettes/day). More high school students
are in state 1 than middle school students at time 0. The high school shows a steady decline in the state 1 curve over
time, whereas the middle school shows an early rise before declining and finally tapering off. Among all the curves,
state 3 (11-20 cigarettes/day) is the fastest growing curve. It overtakes state 2 (6-10 cigarettes/day) curve right after
year 1 in case of high school but after 1.5 years in case of middle school. This is even after the fact that more high
schoolers are in state 2 at time 0 than the middle schoolers. These schools are based on the synthetic datasets taken
from the Montgomery County of Virginia. To see how the synthetic results fare in comparison with a real network, we
run the model on a school from the Add Health survey data (fig. 3(c)). The similarities in the results for the synthetic
and real networks give confidence in the robustness of the model. The difference in the overall smoking rate seems to
be due to the relative sparsity of this Add Health friendship network.

Figure 4 displays the fraction of students by gender in states 1 through 5. Figure 4(a) shows the middle school
students and figure 4(b) shows the high school students. An interesting point to note is that in both types of schools,
males and females start out at the same level but over time, in middle school, the number of male smokers rises above
the female smokers and maintains a constant difference whereas in case of high school, the number of female smokers
are higher and the difference between the two genders gradually grows over the simulated time. In case of the Add
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(c) Add Health School Network.

Figure 4: This figure shows the fraction of middle-school students, high-school students and an Add Health school
network, by gender, belonging to states 1 through 5. The middle and high schools are from the Montgomery county
in Virginia and are based on synthetic dataset. The Add Health school network contains survey data for a school with
grades 6 through 12 and students with ages 12 through 18. The simulated time is 3 years for all the three schools.

Health school, the number of males and females is almost the same. Note that the Add Health school contains both the
middle schoolers and the high schoolers and hence the male and female differences cancel out.

Figure 5 displays the diffusion of smoking (fraction of students in states 1 through 5) by age in states 1 through 5.
Figure 5(a) shows the middle school students and figure 5(b) shows the high school students. The middle school curves
display ages 13, 14 and 15 only and the high school displays ages 16, 17 and 18 only. The results show that in middle

Fr
ac

tio
n 

of
 T

ot
al

 P
op

ul
at

io
n 

in
 S

ta
te

s 
1-

5 

(a) Middle school.
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(b) High school.
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(c) Add Health School Network.

Figure 5: This figure shows the fraction of middle-school students, high-school students and an Add Health school
network, by age, belonging to states 1 through 5. The middle and high schools are from the Montgomery county in
Virginia and are based on synthetic dataset. The Add Health school network contains survey data for a school with
grades 6 through 12 and students with ages 12 through 18. The simulated time is 3 years for all the three schools.

school, the incidence of smoking is higher among higher age group children whereas in high school, the incidence of
smoking is lower among higher age group children. Especially the 18 years old show a significantly lower rate than
the 16 and 17 years old. The Add Health data shows only marginal differences in smoking diffusion over time by age.
However, the overall trend conforms to a drop in smoking with age.

Figure 6 displays the diffusion of smoking (fraction of students in states 1 through 5) among students whose
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parents smoke versus whose parents do not smoke. All three school networks i.e. the middle school, the high school
and the Add Health school show that the incidence of smoking is higher among students whose parents are smokers
as compared to the students whose parents do not smoke. In all graphs, this difference stays fairly constant over the
simulated time.
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(c) Add Health School Network.

Figure 6: These figures show the spread of smoking for students whose parents smoke and for students whose parents
do not smoke. The curves represent the total number of students in states 1 through 5 at each point in time. The middle
school and high school are from Montgomery County in Virginia and are based on synthetic dataset. The Add Health
school network contains survey data for a school with grades 6 through 12 and students with ages 12 through 18. The
simulated time is 3 years for all the three schools.

4 Conclusion
The spread of smoking is among a class of problems that have been termed “policy resistant” [28], because they present
complex responses to interventions and policies. For example, increased prices (through increased taxes) have led to
the emergence of informal economies of single-cigarette sales [26]. To deal with unexpected responses, a complex
interplay of factors and multiple stakeholders with conflicting optimization criteria, it is essential that we approach this
problem in a holistic manner. Individual based modeling and simulation tools offer a promising way to deal with such
challenges.

This research, for the first time, takes a step in this direction. It constructs a synthetic information environment
that can model the spread of smoking behavior in a realistic manner. As a modeling tool, this synthetic information
environment offers four novel characteristics:

• an integrated tool to model multiple views and optimization criteria (adaptability),

• the capability to incorporate multiple sources of data: real and synthetic (extensibility),

• the capability to model very large, interacting, networked systems (scalability), and

• support for policy planning, by allowing a holistic evaluation of a large class of possible interventions (flexibil-
ity).

The last feature, in particular, deserves discussion. Although the present work does not evaluate interventions, our
simulation system can incorporate very specific interventions quite easily. For example, we can model the effect of a

10



school policy of increased vigilance by reducing the probability of smoking for precisely that school location. This
may result in more students smoking outside the school, which can be modeled in our system because the adolescent
population is embedded in a larger synthetic population of the entire community. Similarly, one can study the effect of
having fewer friends that are smokers, fewer male or female friends that are smokers, or more friends that belonged to
state 4 and 5 etc. The system is designed to function in a policy planning loop, where planners can evaluate multiple
strategies in great detail to determine the best course of action, and then feed in outcomes from the real world into the
system to evaluate the next round of interventions.

We are working on a number of extensions. These include developing detailed collocation networks for adolescents
based on high-school surveys. We also plan to analyze the impact of economic factors such as cigarette prices, and
develop a model of smoking behavior diffusion through the adult population.
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[20] M. C. González, H. J. Herrmann, J. Kertész, and T. Vicsek. Community structure and ethnic preferences in school
friendship networks. Physica A, 379:307–316, 2007.

[21] Kathleen Mullan Harris. The national longitudinal study of adolescent health (Add Health), waves I and II,
1994-1996; wave III, 2001-2002 [machine-readable data file and documentation]. Chapel Hill, NC: Carolina
Population Center, University of North Carolina at Chapel Hill, 2008.

[22] S. A. Khuder, H. H. Dayal, and A. B. Mutgi. Age at smoking onset and its effect on smoking cessation. Addictive
Behaviors, 24:673–677, 1999.

[23] S. Lai, H. Lai, J.B. Page, and C. B. McCoy. The association between cigarette smoking and drug abuse in the
united states. Journal of Addictive Diseases, 19:11–24, 2000.

[24] Lan Liang, Frank Chaloupka, Mark Nichter, and Richard Clayton. Prices, policies and youth smoking, may 2001.
Addiction, 98(Suppl 1):105–122, 2003.

[25] Madhav Marathe, Christopher L. Barrett, and Stephen Eubank. Decision and policy informatics for large co-
evolving socio-technical networks. In Proceedings of 4th International Conference on Critical Infrastructures,
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